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Professionals at Work

First there are the IT professionals who write for the Journal. A very 

special mention goes to Brian Hitchcock, who has written dozens of 

book reviews over a 12year period. The professional pictures on 

the front cover are supplied by Photos.com.

Next, the Journal is professionally copyedited and proofread by veteran copy

editor Karen Mead of Creative Solutions. Karen polishes phrasing and calls out 

misused words (such as “reminiscences” instead of “reminisces”). She dots every 

i, crosses every t, checks every quote, and verifies every URL.

Then, the Journal is expertly designed by graphics duo Kenneth Lockerbie 

and Richard Repas of San Franciscobased Giraffex.

And, finally, David Gonzalez at Layton Printing Services deftly brings the 

Journal to life on an offset printer.

The image of the Eagle Nebula featured on the front cover is available at http://

www.eso.org/public/images/eso0926a/ and was produced by European Southern 

Observatory (ESO).

This is the 124th issue of the NoCOUG Journal. Enjoy! s
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B O O K  N O T E S

Hybrid Cloud 
for Dummies

Book Notes by Brian Hitchcock

Details 

Author: Judith Hurwitz, Marcia Kaufman, Dr. Fern Halper, and 
Daniel Kirsch
ISBN-13: 9781118235003
Date of Publication: June 5, 2012
Publisher: For Dummies

Summary
I have heard the terms “private,” “public,” and “hybrid” cloud 

for some time, but I have not yet seen definitions of all these 
terms that work for me. I asked the NoCOUG Journal editor to 
recommend a book that would cover all of these types of cloud, 
and I was told to choose whatever seemed best to me. I hadn’t 
read a “Dummies” series book before, and I don’t like the use of 
the term “dummies.” At the same time, I was curious to see what 
a book that wasn’t trying to be overly technical had to say. While 
I realized that the latest edition this book is five years old and the 
contents could be outdated, I didn’t find anything more recent 
that offered to explain the same material, so I chose to proceed. 
I read this book on Safari online.

Introduction
The authors explain that cloud computing has moved on to 

the hybrid cloud and that this uses both public and private 
clouds. They also tell us that the hybrid cloud is not just a set of 
separate clouds but, rather, a way to provide the best computing 
platforms and services that users need, and that computing is 
becoming a set of needed business services. I was not expecting 
this book to directly address how the traditional data center fits 
into all things cloud, but I’m glad it did. It is easy to embrace the 
latest marketing hype but harder to explain what we do with all 
the stuff we already have, stuff that our companies have in data 
centers. Also noteworthy is the observation that by moving to 
the cloud, a tiny company can offer sophisticated business ser
vices and that the cloud is the future of computing. I know I’m a 
dinosaur, but I’ve lived through so many of the futures of com
puting that I’m wondering just how long this latest future will 
last.

The authors address the whole “dummies” issue headon, 
which I appreciate. They say that the reader is no dummy but 

that the book is targeting those who can’t get their head around 
all the talk of the cloud—and that everybody says something dif
ferent about the cloud. I can relate to both of these perspectives.

The organization of the book is explained, with a brief de
scription of each part.

Chapter 1: Discovering the Fundamentals of Your 
Computing Environment

Here we find a concrete definition of a hybrid cloud: a combi
nation of public and private cloud(s) and data center(s) with 
touchpoints between one or more of the public/private clouds. 
Next, we have coverage of concepts. Cloud computing provides 
shared resources and offers standardization, automation, and use 
of a selfservice provisioning model. A public cloud offers ser
vices from a thirdparty cloud provider, while a private cloud 
offers flexible selfservice resources within the premises of your 
business. In the cloud, everything is delivered as a service. Most 
organizations use some combination of private resources (data 
centers and private clouds) and public services, and this is the 
hybrid cloud. It is interesting to note that many businesses are 
using cloud services even if they aren’t aware of it. Any business 
using Gmail is a good example. A more lengthy and formal defi
nition is given for public, private, and hybrid clouds. A pubic 
cloud is optimized to support a large number of customers. A 
private cloud is focused on governance and security, and is set up 
for the exclusive use of one organization. I can see a lot of places 
where the boundaries between public and private will become 
blurred. Examples are given in which a business does not have a 
hybrid cloud—when they don’t use both public and private 
clouds together to create value. This is a theme through the book: 
the hybrid cloud shares data between public and private clouds, 
and the hybrid cloud is the new form of corporate computing.

The various cloud delivery models are defined: Infrastructure 
as a Service (IaaS), Platform as a Service (PaaS), and Software as 
a Service (SaaS). A fourth model, Business Process as a Service 
(BPaaS), which I had not seen before, is described.

This chapter ends with coverage of how the data center fits 
into all this hybrid cloud stuff. I had not expected this and it was 
interesting. The cloud hype would have you believe that every
thing is moving to some faraway cloud site, but most organiza
tions will still have reasons to need a data center of their own. 

Brian Hitchcock

“I’ve lived through so many of the futures of computing that I’m wondering 
just how long this latest future will last.”
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Chapter 2: The Hybrid Cloud Continuum
I’ve always found the marketing for public and private clouds 

to be simplistic. Real life is complicated. This chapter helped me 
feel better about my perception that things aren’t that simple. 
Included are discussions of many different versions of cloud, in
cluding open community clouds, commercial public clouds, 
packaged public cloud services, privately owned and managed 
cloud, and commercial private cloud. How to combine services 
into a hybrid cloud is covered. A straightforward example is a 
company that has a private cloud for internal development but 
uses a public cloud service for its human resources needs. 

While the book doesn’t cover this, I have an observation. The 
core competencies of your business—the things that make your 
business unique—will likely be in a private cloud, while those 
things that are not central to your business—like HR—are best 
supported as a public service from a public cloud provider. Since 
the authors have told us that hybrid cloud is the way business gets 
done, they offer details of how important it is to integrate your 
private and public clouds. This includes integrating services and 
data. The requirements to achieve this involve connectivity be
tween applications and data as well as transformation of data and 
managing business logic.

Chapter 3: Service Orientation in the Cloud
To make use of the cloud, you have to move to a service

oriented model that sets up welldefined interfaces where appli
cations function independently of the operating system and 
hard ware they run on. Sections of this chapter define service 
orientation and why it is important. The characteristics include 
modularity, reusability, and flexibility. Building reusable parts of 
your systems requires separating the business logic from the ac
tual computer hardware. There is a useful section comparing 
service orientation to the traditional way we build applications. 
The need for a catalog of services is explained, where users can 
find the services and how to make use of them. The importance 
of this service orientation is discussed for each of the cloud mod
els—IaaS, PaaS, SaaS, and BPaaS.

Chapter 4: Hybrid Cloud Management
Managing the hybrid world requires coordinating many dif

ferent resources, some controlled by your organization and some 
not. You have to understand the entire ecosystem that has many 
different players. For example, the cloud providers that supply 
public cloud services will effectively control the performance 
your users experience. A set of primary capabilities for any ser
vice provider is documented, and security is the one that caught 
my attention. Many sources remind us that security is the num
ber one concern of most businesses as they move to the cloud. 
The most important aspect of this, to me, is that it’s up to those 
consuming a service to make sure their own security needs are 
met. This sounds good and makes sense, but how can you make 
this happen? I’m not clear how any organization can ensure that 
even one—let alone all—of their public cloud service providers 
are really providing the needed security all the time for every 
transaction. 

In this chapter, we find a section covering “virtualization”—
the process of separating resources and services from the hard
ware—and how vital this is to cloud computing. Some realworld 
examples of the challenges of managing all aspects of this virtu
alization are discussed. I like that the authors bring up some is

sues that you normally don’t hear about in the cloudhype media. 
Virtualization makes it so easy to set up a new environment that 
the number of these virtual images goes up quickly. At the same 
time, who really knows what each of the virtualized environ
ments are doing and whether they are still needed? 

Now that you have a hybrid cloud of services from your pri
vate cloud and your public suppliers, who can help your users 
when they experience a performance issue or an outright failure? 
Also discussed in this chapter is how to set up a service desk for 
your hybrid cloud. 

Chapter 5: Understanding Infrastructure as a Service
This part of the book examines each of the four models avail

able to provide cloud services, both public and private, in great 
detail. 

IaaS is the simplest of the four models, the virtual delivery of 
computing resources, hardware, networking, and storage. It often 
includes operating systems and virtualization. There is no clear 
difference between IaaS for private versus public cloud; it can be 
used for both.

This chapter covers the important features of IaaS, when to 
use IaaS in a private cloud, and how to use IaaS in general, and 
examines Amazon’s Elastic Compute Cloud as an example.

IaaS is useful because the old ways of getting more compute 
resources can’t keep up with the business. There isn’t time to buy, 
rack, and configure as many servers as your business might need, 
especially for transient needs such as the holidays. IaaS offers dy
namic scaling where resources can be increased and reduced as 
needed, pretty much in real time. IaaS also offers different service 
levels. You can rent the computing resources you need on de
mand with no contract or for a specified period of time. Licensing 
of software is simplified as it is offered as part of the infrastruc
ture you are paying for, and IaaS offers selfservice provisioning, 
which again supports rapidly changing business needs.

You might need a private IaaS when you are providing ser
vices to your own company or you need to support specific secu
rity requirements. IaaS is used for discrete projects, perhaps 
developing a new application, all the way to businesses that are 
completely built on IaaS for the long term.

There is an interesting discussion of the 2011 Amazon EC2 
disruption, during which some companies were out of business 
for several days. Some EC2 customers were affected less because 
they paid more for more sophisticated services such as backups 
in multiple data centers. As always, the appeal of the lowestcost 
supplier is great until you have a disruption. How much money 
have you saved after you have been down for several days?

The chapter ends with a discussion of how you might use IaaS 
in your organization; various questions you should ask yourself 
are presented.

Chapter 6: Exploring Software as a Service
I generally think of PaaS as the next model in the progression 

after IaaS, but the authors tell us about SaaS next. Here we see a 
section covering the features of SaaS and how it fits into the hy
brid cloud as well as understanding the overall environment that 
SaaS operates in. Note that SaaS is not something that exists on 
its own inside your business. SaaS services are used in connec
tion with other parts of your cloud and data center resources. 
The interconnection between different cloud services and your 
inhouse data center is the hallmark of the hybrid cloud.
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SaaS is useful because it removes from your world a lot of the 
details of running and maintaining a complicated application 
such as HR. You don’t have to worry about upgrades and patch
ing anymore. Note that you will be living with many other con
sumers in the SaaS world, which means you are all using the 
same code base. You do have to understand where your data is in 
the SaaS world to make sure it is being separated from other 
consumers. In the real world, I am not clear how you can do this. 
The SaaS supplier will tell you what you want to hear, but how do 
you know, day by day, that the supplier is following all the 
agreedupon security processes? Can you afford to be wrong on 
this? I wonder if we won’t see some major legal cases as these 
issues develop and some relationships go wrong. The text lays 
out the many benefits of multitenancy—and there are many—
and also describes the history of Salesforce.com, one of the SaaS 
pioneers.

How SaaS fits into your overall hybrid cloud is discussed, and 
we find this noteworthy statement: “That’s what makes the hy
brid cloud so complex.” There are a lot of interactions and 
boundaries, all of which need to be monitored and managed. A 
lengthy list of SaaS vendors and their products is offered. Many 
of these offer collaboration services, one example being Cisco 
WebEx. Others offer monitoring, security, management, and 
compliance as a service.

You may start out getting SaaS for your HR functions, but 
over time, that HR service will feed into your onsite ERP suite, 
and the data from both HR and ERP may be useful in some other 
private cloud for analytics.

Chapter 7: Standing on Platform as a Service
PaaS, to me, is IaaS with more software included. You may 

only need IaaS for a development effort, but your developers also 
need a database and other software, and pretty soon you have a 
development platform—which, in the cloud, is PaaS. Using PaaS 
helps manage the development lifecycle and supports a faster 
pace of development. The section covering the different delivery 
models for PaaS is good. I didn’t realize that some PaaS services 
are tied to an associated SaaS offering. Salesforce.com is an ex
ample where the PaaS is Force.com. There are many ways that 
PaaS can be used to improve the development process and these 
are covered, including how to minimize the friction with IT. That 
sounds good—we should have less friction with whoever these 
IT people are. Quite an unruly bunch, in my experience.

In addition to PaaS offerings that may be tied to a SaaS prod
uct, PaaS may be tied to an operating system such as Amazon 
Web Services and Windows Azure. You can also get PaaS based 
on open platforms, which makes it easier to move deployments 
among your private and public clouds. VMware offers Cloud 
Foundry, for example.

The business benefits of PaaS are listed, including the ever
popular reduction of costs. This includes server and storage 
overhead, network bandwidth, software maintenance, and sup
port persons. Note that reducing support persons may increase 
that “friction” with IT.

Chapter 8: Managing Business Process as a Service
I had not heard of BPaaS before. Here we learn that it is not 

like the other three cloud computing models, IaaS, PaaS, and 
SaaS; rather, it is a wrapper that brings the other three together. 
BPaaS tells services how to interact to support business require

ments and rules, and sits on top of the other three. Complete 
business process can be offered as packaged services for the 
cloud. How this works in the real world and its various benefits 
are explained. One example of BPaaS is ADP payroll services. 
Different companies pay employees on different schedules, and 
ADP can handle these differences. Other businesses that can be 
seen as BPaaS include eBay for electronic auctions and PayPal for 
payments. The BPaaS offerings that are coming to market can be 
classified based on the type of business process they support: 
“commodity” for services that are common to most businesses, 
“specialized” for services that differentiate a company from the 
competition, and “foundational” for services that need to be cus
tomized by each business.

Chapter 9: Embracing the Business Imperative
Up to this point, the book has discussed, as we’d expect, the 

technology and services of the hybrid cloud. Now we learn about 
what it will take to change IT to support cloud computing. IT will 
no longer have distinct boundaries between business units and 
other parts of the organization. The benefits to the business of 
changing IT are listed as is the need to move to a set of flexible 
services. Getting started on this transformation can be difficult, 
and we see a list of six steps that must be accomplished. The ex
perience of one fictitious company is presented to show how this 
transformation might happen. In this example, the company 
implemented a selfservice portal where users could obtain com
pute power, established a code library to store information about 
the available services, made more use of opensource software, 
and moved to commoditized compute resources. The data center 
is included in this transformation as it is connected to one or 
more cloud environments, public or private, as part of the overall 
hybrid cloud. A lot of attention is paid to the process of trans
forming a data center from isolated silos of information to sup
porting services. 

Chapter 10: Breaking Down the Economics of the Hybrid 
Cloud

I wasn’t expecting this discussion of the money side of moving 
to the cloud, but it is good information. Too many organizations 
want to move to the cloud because they have been told it will save 
money. Most of the people wanting to save the money have no 
idea what the cloud is or what it will take to get there. You need 
to plan the mix of environments that will give you the best over
all performance as well as the greatest cost reduction. Despite all 
the talk about saving money, this process is not easy. There are 
many issues to consider. In addition to performance and cost, 
you have to worry about security and flexibility. You also have to 
figure out how you will use public cloud services, private cloud, 
and your data center in the best way. In addition, all of this plan
ning needs to be done again as you move along and gain experi
ence with cloud, and as your business grows and evolves.

A description of Zynga’s process illustrates how the company 
made the economics of the cloud work for it. It’s interesting to see 
how Zynga started with public cloud and then decided to move 
to private cloud as the company grew. 

The economic benefits of the cloud are detailed, along with 
standardization and scalability. Email is a good example of the 
way to decide which parts of your business go where in the cloud. 
Email is a commodity workload that just about all businesses 
need, and that makes it a good choice to move to the cloud.

http://salesforce.com
http://salesforce.com
http://force.com
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There is another interesting discussion of CapEX versus 
OpEX. The former, capital expenditures, are those made to buy 
stuff like computers and storage. The latter, operation expenses, 
are what is paid to operate stuff like computers but also to pay for 
cloud services. The tradeoff between the two quickly gets com
plicated.

Chapter 11: Managing and Integrating Data
If dealing with the economic issues isn’t easy, dealing with 

your data in the cloud can be even harder. You have to be able to 
rely on the data, and your data is moving around in your hybrid 
cloud among many systems and many suppliers. You don’t have 
any direct control over the data that moves to and from any pub
lic cloud services. While some of your data may not be sensitive, 
other data will be. How will you manage this? Further, some 
data, such as individual healthcare data, must be controlled no 
matter where it goes, in or out of any kind of cloud. Specific is
sues for data in the cloud include comingling where your data is 
on the same system as other customers in the cloud. Data dele
tion matters because resources in the cloud will be reused, and 
you need to be sure your data is securely removed. Data breach
es due to hacking are an issue for everyone, and the cloud doesn’t 
reduce the danger. Finally, the issue of data seizure isn’t one I had 
thought of. If your data is on a multitenant system and another 
tenant on that system has an issue with law enforcement, what 
happens to your data when that system is seized? An example is 
given where the FBI raided some data centers and servers were 
seized. Several businesses that weren’t related to the investigation 
failed after this event. 

Another issue is the physical location of your data. Different 
countries have regulations that restrict where data on their citi
zens can be located. You can’t just move your data around as 
much as you might want to. You need to know where, in the real 
world, all this cloud virtualization is happening. Moving to the 
cloud doesn’t sound as good now, does it?

Chapter 12: Managing Hybrid Workloads
This is another chapter where I learned things I had not con

sidered before. My experience in IT has been that our applica
tions run in our data centers. Now, with the cloud, I have to 
think about applications that run here, there, and many places in 
between. What does it mean to manage the execution of a work
load that is distributed across multiple cloud environments and 
your own data center? If you detect a problem in the part of your 
application that runs in the public cloud, what do you do? You 
can’t directly access the servers at the cloud service provider. A 
more technical description of the problem is that in the cloud, 
the workloads are abstracted away from the physical implemen
tation. First, a “workload” is defined as a service or a set of code 
to be executed. You can describe an application or an operating 
system or middleware as a workload. There are many types of 
workloads: batch, transactional, analytic, highperformance, 
and database. The way each of these works in the cloud is dis
cussed.

More interesting is the list of workloads that are not suited for 
the cloud. These are workloads that require highperformance 
network storage, very low latency, or database clustering for very 
high throughput. For all the hype around cloud, it was refreshing 
to read about specific computing tasks that just do not belong in 
the cloud. 

Chapter 13: Architectural Considerations for the Hybrid 
Cloud

This chapter takes a higherlevel view of everything discussed 
so far. You need to have a plan to make it all work, from how to 
deploy into the cloud to having the needed policies and business 
rules in place. There is advice on how to move through all the 
choices that you have to consider in the hybrid cloud. There is 
more discussion of how to balance all the different workloads 
you need to support as well as what the term “lifecycle” means for 

the cloud. As the workloads change and the cloud resources 
needed expand and contract, the concept of lifecycle for any of 
the components involved also has to change.

Chapter 14: Development and Deployment in a Hybrid 
Cloud

This chapter discusses how to develop and manage applica
tions for the cloud. In addition to the SaaS application services 
you choose to use in the public cloud, you may also need to de
velop your own applications that will work with them. You may 
need to develop applications that use data in your data center and 
need to go into the cloud for data. Your existing applications may 
need to extend into the cloud for additional compute resources 
when the workload increases. This is called “cloud bursting,” 
which was a new term for me. The issues for application develop
ment for the cloud are familiar: service orientation, scalability, 
service synchronization, and availability. 

Developing for the cloud will require changes both in the or
ganization and the process they follow, but the benefits of scal
ability and being able to add capacity as needed are worth the 
effort. The advantages of using PaaS for these development ef
forts are covered in detail. The PaaS environment can supply 
hosted configuration management, build services, web applica
tion servers, development frameworks, databases, and testing 
tools. There is an interesting list of questions you need to ask as 
you look for a PaaS supplier.

Chapter 15: Promoting Cloud Security and Governance
I have seen reports that security is the top concern of organi

zations that are moving to the cloud, and I was very interested in 
this chapter. The threats are always evolving, so the process of 
security and the associated governance are an ongoing effort. I 
was not surprised that the first topic discussed is that of how 
using a cloud provider creates security risks. The fact that the 
cloud provider supports many customers on shared hardware 
sets up the multitenancy issue. You don’t know which other cus
tomers are using the same systems. Attacks on any of the tenants 
could affect your cloud applications. You probably won’t have 
much, if any, control over the shared hardware. If any of the ten
ants are attacked by a virus, for example, your business may be 
affected. You are relying on the cloud service provider to respond 

“Workloads that require high-
performance network storage, very 
low latency, or database clustering 

for very high throughput are not 
suited for the cloud.”
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to any security incident. How do you know they are telling you 
everything that goes on? Will you have the access you need so 
that you can do your own analysis of any incidents?

Your business may have regulatory or compliance require
ments, but you can’t tell what the provider is doing inside the 
cloud. Given all of these issues, how can you be sure your data is 
being handled appropriately? An interesting example that I had 
not thought of is that your cloud provider may well be using yet 
another cloud provider’s platform. You may or may not be told 
about this. You may trust your provider, but do you also trust 
other providers that you may not even be told about? There is a 
lot more that is covered in this chapter, but it comes down to this: 
there are many benefits of the cloud that come from sharing re
sources, but you are also sharing the security risks. Toward the 
end of this chapter, we are advised to review the physical secu
rity of our cloud vendor by making an unannounced visit to their 
facilities, and we should walk through all areas, including the 
backup generators as well as inspecting the fuel tanks. I like the 
thought of being this thorough, but seriously, are we really going 
to walk around all of the vendor’s data centers where our cloud 
services might be running? How would all the other tenants of 
that vendor feel about our walking around the data center?

Chapter 16: Virtualization and the Hybrid Cloud
Virtualization has been brought up before, and here we have 

coverage of what it is, how it fits into the hybrid cloud, and how 
to manage it. The definition given here is a little different from 
what we saw previously: virtualization uses computer resources 
to imitate other computer resources or even whole computers. 
Previously, it was described as separating the resources and ser
vices from the hardware. I like the concept of mimicking, like 
butterflies whose wings have patterns that make them look poi
sonous even though they aren’t. 

There are certain characteristics of virtualization that make it 
such a vital part of the cloud—partitioning, where multiple ap
plications and operating systems can live on a single physical 
system, and isolation, where each of the virtualized systems is 
isolated from the physical machines and the other virtual sys
tems. Virtualization allows an application to be completely con
tained in a virtual machine so that it is protected from other 
processes. The analogy given in this chapter is that of an apart
ment building. Each apartment is isolated, but they share the 
utilities. I would add that everyone on the building can see every
one that comes and goes to their isolated apartments. I continue 
to have security concerns about the cloud.

We learn what a hypervisor is and how it supports virtualiza
tion. The history of virtualization is documented and it is very 
interesting. I didn’t know it was developed by IBM in the early 
1960s to support multiple operating systems on the mainframe. 
Everything old is new again. 

Chapter 17: Employing Service Level Agreements
Servicelevel agreements have been part of the computing 

world for a long time. You need them to define the exact services 
you need, when you need them, and what happens when they 
aren’t provided as agreed. 

This chapter starts by defining exactly what a servicelevel 
agreement (SLA) is. Two types of SLAs are discussed, one be
tween the business and IT and one between the business and a 
cloud service supplier outside the business. The SLA for the 

outside cloud supplier needs to be much more detailed, since it 
involves legal agreements that may need to be adjudicated if 
things go wrong. All of this is more complicated in the hybrid 
cloud because you have multiple services from multiple suppliers 
all being used to supply a service to the business. The end con
sumer expects the service to be provided, and the SLA has to 
cover all the players involved, both inside and outside of IT, that 
have a part in supplying that service.

In this section, we find a bit of advice that we all need to think 
about: your cloud provider’s SLAs are there to protect them, not 
you. We are advised to read the fine print of any SLA from an 
outside cloud provider. A different way to look at this issue is that 
while you may drift into thinking that service levels are the pro
vider’s problem, in reality, your customers—both internal and 
external—will hold you responsible for their experience.

So, what do the authors offer to help us manage all these 
SLAs? We are told that there really isn’t a great solution to this 
problem. It gets worse. We are also told that many times the busi
ness will decide to start a project with a public cloud service and 
IT won’t be told about it ahead of time. IT gets to deal with this 
after it is already in place. It is easy to wind up depending on 
multiple SaaS vendors for services that your business has inte
grated into a missioncritical application. How do you manage 
multiple SaaS offerings across multiple vendors? Does your orga
nization even realize all the dependencies that have built up as 
you integrate pieces and parts in your hybrid cloud?

Chapter 18: Standards in a Hybrid World
The term “standards” refers to repeatable practices agreed to 

in your business. You can have your own internal standards, and 
you can use open standards that are publicly available. You need 
to be aware of standards because when you need to move your 
application from one cloud service supplier to another, it will be 
much easier if you and the suppliers are following the same stan
dard. How standards are developed and how they have evolved 
is discussed, including standards from multinational bodies and 
industry consortiums, as well as less formal de facto standards. 
Having said that standards are important, it is also true that the 
cloud is rapidly changing and a great deal of change must be 
expected. Cloud standards fall into broad categories such as in
teroperability, portability, and security. In this section, I liked the 
discussion of the dreaded API proliferation, where each vendor 
has its unique API that makes moving between vendors difficult. 
There are various organizations that are working on standards 
for the cloud, including the Cloud Security Alliance, the Dis trib
uted Management Task Force (DMTF), the National Institute of 
Standards (NIST), and the Cloud Standards Customer Council 
(CSCC), among others.

Chapter 19: Planning Your Hybrid Cloud Strategy
Moving to the hybrid cloud is not a simple process; you will 

need a plan. This chapter tells you how to decide where to start 
by assessing your current IT situation. Next you need to think 
about where you want and need to go. You then need to look at 
all the services that are available and use all of this to create your 
hybrid cloud strategy, followed by your plan to implement that 
strategy. Each of the steps in your plan will affect your current 
business, and the impacts need to be accounted for. Your plan 
needs to be focused on how it will deliver the services your users 
need. The oftdiscussed user experience is discussed. In the 
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cloud, a lot of complexity is abstracted away. As you use SaaS you 
aren’t directly aware of the complexity that exists at the supplier, 
but that complexity hasn’t disappeared—it just isn’t as visible as 
it used to be. Lowering costs is always part of the cloud discus
sion, but you need to balance the costs and the benefits of your 
cloud transition. The hybrid cloud does not support a simple 
way to evaluate the total cost of ownership or the return on in
vestment.

Chapter 20: Managing Data Storage in the Hybrid Cloud
How to manage your data in the hybrid cloud has been cov

ered before. Here we have more details of the complications that 
cloud computing brings to data storage. You have many public 
and private options. Cloud storage abstracts the storage with a 
clearly defined interface to support selfservice, scalability, and 
the ability to add and reduce storage as needed. As part of this 
abstraction, each customer’s data must be isolated to maintain 
the needed data security. Several cloud storage access protocols 
are described. There is an interesting discussion of direct at
tached storage (DAS), storage area network (SAN), and network 
addressable storage (NSA). Some customers have found that the 
savings they expected from consolidated virtualized servers in 
the cloud were then eaten up by increased costs of storage to 
support the everincreasing number of virtual machines that 
were created.

Different cloud storage options offer different levels of laten
cy. Local storage will have less latency than offpremises cloud 
storage. As data ages, it may not need to be accessed as quickly 
and can be moved to more remote storage. This movement 
needs to be part of your overall data management strategy. 
Amazon cloud storage is reviewed as an example of one of many 
cloud storage offerings.

If you have a large amount of data that needs to move into the 
cloud, remember that your network may not be able to move it 
as quickly as needed. In the text, we are told that the bandwidth 
of a truck is greater than any existing network. I assume this 
means for any large amount of data, you may be better off copy
ing that data to a physical device and having that device physi
cally delivered to your cloud storage vendor. Apparently, there 
will still be trucks in this hybrid cloud world of tomorrow.

Chapter 21: (More Than) Ten Hybrid Cloud Resources
Apparently, this last set of chapters is a standard part of the 

For Dummies series. Each of these chapters contains a list. In 
this part of the book, we have a list of cloud resources and best 
practices, and a list of things you should and should not do.

Chapter 22: Ten Hybrid Cloud Best Practices
This list includes advice on how to balance business and IT 

requirements, how to understand business processes, the impor
tance of governance and security, and how to establish the cor
rect starting points. The best advice I found here is to select your 
partners carefully. Indeed.

Chapter 23: Ten Hybrid Cloud Do’s and Don’ts
This list includes how to plan for consistency, create the right 

management plan, and avoid pitfalls, along with the advice to 
move forward and don’t look back. Personally, if I hear veloci
raptor noises behind me, I’d look back to see how much time I 
have left...but that’s me. There are a few of these dos and don’ts 

that I’d like to highlight: don’t rely on a single vendor, don’t over
invest in licenses, and don’t leave your data center alone.

Conclusion
I’m not sure yet that I have a conclusive definition for either 

a public or private cloud. Instead, I’ve come to understand that 
there is a continuum from totally private to completely public for 
any service you want to offer or need to use. Where a cloud ser
vice goes from public to private is open to interpretation. For 
example, if a public cloud is a service accessed over the internet, 
what if I work from home using a VPN over the internet to a 
very private corporate cloud service? I’m guessing it isn’t sud
denly a public cloud. I think what really matters is that the more 
important the data is, the more the services that work with this 
data need to be private. This also means that it will be ever more 
difficult to offer a truly public cloud service, because who can 
say exactly what data can never be considered private? s
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F E AT U R E

Oracle Licensing in 
the Cloud—Part III

by Mohammad Inamullah
Mohammad Inamullah

Editor’s Note: This article contains information on Oracle licens-
ing that is provided as-is and without guarantee of applicability or 
accuracy. Given the complex nature of Oracle licensing and the 
ease with which license compliance risk factors can change signifi-
cantly due to individual circumstances, readers are advised to ob-
tain legal and/or expert licensing advice independently before 
performing any actions based on the information provided.

Over the last few months, I have published two arti
cles in the NoCOUG Journal on Oracle licensing in 
public cloud environments. The discussion covered 
several important topics, such as sizing instances in 

AWS, Azure, and Google Cloud Platform; managing the licens
ing aspect of running Oracle programs in the cloud; and Oracle’s 
policy on licensing its products in thirdparty cloud environ
ments.

In this article, I will touch on two topics that have not yet been 
addressed:
 1. “Approved” products per Oracle’s cloud licensing poli-

cy. I wrote about this in a recent LinkedIn post. It is pre
sented below with updates and additional commentary.

 2. Deploying products under Oracle Unlimited License 
Agreements (ULAs) in public cloud environments. We 
will discuss Oracle’s policy in this regard and go over key 
considerations that ULA customers should keep in mind 
when moving products in a ULA to public cloud environ
ments.

Following coverage of the above, I will round out the discus
sion on this topic with a recap of the important takeaways on the 
topic of Oracle licensing in public cloud environments.

Approved Programs
While I have previously addressed the key components of 

Oracle’s cloud licensing policy document and how to deal me

thodically with each of them, one part of the document has not 
been discussed. In this section, I will close out the comprehen
sive review of the policy document by dealing with the remain
ing piece.

Toward the end of the first paragraph, the Oracle policy 
document states:

“This policy applies to these Oracle programs.”
Interesting. The policy document links to another document 

that lists several pages’ worth of Oracle programs. Per the policy, 
these are the Oracle programs that the Oracle cloud licensing 
policy applies to. This raises several important questions:

➤ Does the policy and its guidance on how to count proces
sor requirements in “Authorized Environments”—AWS 
and Azure—only apply to the products specifically listed 
in this document?

➤ What about programs not on this list?
➤ If the policy does not apply to programs not in this list, 

would using those programs in AWS or Azure (or any 
other public cloud) constitute license noncompliance? If 
so, is there evidence for this—or is Oracle mum as to 
whether deploying any programs not on this list in third
party clouds constitutes noncompliance?

➤ Additionally, does this give credence to the notion that 
non“approved” cloud environments like Google Cloud 
Platform, where none of this policy applies, have no re
strictions? Or are no Oracle programs “approved” for use 
in GCP?

These are important questions, since many important Oracle 
programs are missing from this special list, including Oracle 
EBusiness Suite, PeopleSoft, Database Multitenant Option, Real 
Application Clusters (RAC), and Database InMemory Option, 
among others.

It should be further noted that some of these missing prod
ucts have the effect of hamstringing some of the otherwise ap
proved programs. For example, Database Enterprise Edition is 
approved, but Oracle Multitenant Option is not. So, customers 
using Oracle Multitenant may initially think that they can move 
Oracle Database to AWS or Azure but then realize that they can’t 
transfer the multitenant feature to the cloud and remain in com
pliance. At the risk of sounding a bit subjective, this appears to 
be an obvious ploy to steer customers away from other cloud 
vendors and toward Oracle Cloud.

Personally, I find this to be a twist that will confuse most read
ers but not really challenge anyone with a firm understanding of 
their Oracle contractual language.

“If you purchased Oracle licenses 
that did not have any limitations or 
restrictions at the time of purchase, 
Oracle cannot arbitrarily introduce 

new restrictions that limit your 
contractual right to deploy 

Oracle software.”
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The Curious Case of Real Application Clusters (RAC)
The case of RAC is more interesting. Customers using RAC 

may assume that their path to move Oracle Database Enterprise 
Edition to AWS or Azure is clear before realizing that they will 
have to forgo crucial clustering capabilities provided by RAC. 
After all, RAC is not on this list. I will not opine on the technical 
benefits or feasibility of RAC in the cloud; vendors like 
FlashGrid provide Oracle customers with RACinAWS and 
RACinAzure solutions. But the licensing implication can be 
profound for a RAC customer.

Interestingly, not too long ago Oracle touted its support for 
RAC in AWS and Azure, per this archived Oracle document: 
http://web.archive.org/web/20160922214334/http:/www.
oracle.com/technetwork/database/options/clustering/
overview/rac-cloud-support-2843861.pdf.

Titled “Oracle Real Application Clusters (RAC) Support on 
Third-Party Clouds,” the original document stated:

“Oracle also maintains an open policy for Third-Party Cloud 
vendors to support the Oracle Database in their infrastructure.”

This document, with its fraternal spirit, has been replaced by 
a new, almostblank document on Oracle’s website (http://www.
oracle.com/technetwork/database/options/clustering/
overview/rac-cloud-support-2843861.pdf). The new document 
simply states:

“This paper is currently under review. We apologize for the in-
convenience.”

It’s been “under review” for a few months. I don’t know what 
caused Oracle’s change of heart, but the original document is 
evidence that Oracle was once willing to support its customers 
who run RAC in thirdparty clouds. Oracle’s revised approach 
seems to be an aboutturn.

How do you deal with this aspect of the policy?
A few quick observations should dismiss any license compli

ance concerns around running Oracle programs that are not 
listed on the approved list:

➤ Once again, it is worth mentioning that the policy is of no 
contractual consequence. Customers should not allow 
Oracle to bring it into their compliance or sales discus
sions.

➤ It’s a safe bet that Oracle may try to enforce this approved 
list, along with the rest of the policy. If that happens, cus
tomers should defend their position through contractual 
language. It is important to know your Oracle contracts 
really well.

➤ If you purchased Oracle licenses that did not have any 
limitations or restrictions at the time of purchase, Oracle 
cannot arbitrarily introduce new restrictions that limit 
your contractual right to deploy Oracle software. If your 
OLSA or OMA did not stipulate that you cannot deploy 
your RAC licenses in AWS or Azure, then Oracle’s policy 
cannot add that new restriction. In my experience with 
Oracle license management, I have yet to come across or 
hear of an Oracle contract that includes such restrictions 
in the contractual language itself.

➤ Any attempt by Oracle to enforce this policy document is 
likely to fall outside what is allowed by the signed agree
ment. That doesn’t mean that Oracle won’t try to enforce 
this policy—much as it continues to try to enforce its infa
mous licensing policy for virtualized environments.

➤ There is no contractual reason to believe that running 
programs not on this list in AWS, Azure, or any other non
“approved” cloud provider like Google Cloud Platform 
will cause any Oracle license compliance issues. Oracle’s 
license auditors may disagree, but an educated and in
formed customer will make a sound contractual defense.

Oracle’s approach to licensing its software in thirdparty cloud 
environments has been in flux in recent months, and misunder
standings around Oracle licensing in the cloud are common 
among customers. Oracle’s policy statements only compound the 
confusion and misunderstanding.

Oracle ULAs and Third-Party Cloud Environments
I’ve briefly covered this topic in the past, but I will dive a little 

deeper here. The Oracle cloud licensing policy states:
“Licenses acquired under unlimited license agreements (ULAs) 

may be used in Authorized Cloud Environments, but customers 
may not include those licenses in the certification at the end of 
the ULA term.”

Put simply, per Oracle, customers with ULAs may deploy 
their ULA licenses in approved thirdparty cloud environments—
but, should they certify and exit their ULAs at the end of the 
term (instead of renewing, as Oracle typically prefers), customers 
may not count the deployments in the cloud toward their certifi
cation quantities. Moreover, customers must then immediately 
purchase the necessary licenses under a regular agreement to 
cover their cloud deployments.

Obviously, the possible outcomes of this clause are Oracle
friendly:
 1. Customers with ULAs may be deterred from moving to 

nonOracle clouds in the first place.
 2. ULA customers may be pushed toward renewing their 

ULAs even if they would otherwise prefer to certify and 
exit the ULA. Large customers may end up renewing just 
to avoid a potentially expensive and complicated financial 
and compliance headache.

 3. Even if the customers end up going to nonOracle clouds 
and decide to certify their ULAs, Oracle can at least count 
on necessary purchases coming from the close of ULAs. 
Normally, ULA certifications present no value for Oracle 
since Oracle just assigns the certification quantities to the 
customer, which may then have no need to purchase ad
ditional Oracle programs anyway.

“Oracle licensing in public cloud 
environments is just one important 
aspect of the overall topic of Oracle 
license management. Oracle license 
management itself intersects with 

software asset management (SAM) 
in general. Moving to the cloud does 

not obviate the need for a 
comprehensive, well-planned, and 
well-implemented SAM strategy.”

http://web.archive.org/web/20160922214334/http:/www.oracle.com/technetwork/database/options/clustering/overview/rac-cloud-support-2843861.pdf
http://web.archive.org/web/20160922214334/http:/www.oracle.com/technetwork/database/options/clustering/overview/rac-cloud-support-2843861.pdf
http://web.archive.org/web/20160922214334/http:/www.oracle.com/technetwork/database/options/clustering/overview/rac-cloud-support-2843861.pdf
http://www.oracle.com/technetwork/database/options/clustering/overview/rac-cloud-support-2843861.pdf
http://www.oracle.com/technetwork/database/options/clustering/overview/rac-cloud-support-2843861.pdf
http://www.oracle.com/technetwork/database/options/clustering/overview/rac-cloud-support-2843861.pdf
http://www.oracle.com/technetwork/database/options/clustering/overview/rac-cloud-support-2843861.pdf
http://www.oracle.com/technetwork/database/options/clustering/overview/rac-cloud-support-2843861.pdf
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Clearly, these represent winwin outcomes for Oracle. How
ever, as previously discussed, customers should not be intimi
dated by this, since none of it is contractual. That does not negate 
the importance of a wellthoughtout strategy for deploying ULA 
products in nonOracle public clouds.

First, management should discuss Oracle’s policy internally, 
considering its implications and noncontractual value, and 
make a firm commitment to either ignore it or accommodate it 
(and effectively recognize its validity). There can be no confusion 
on this.

Ignoring the policy requires the customer to be well equipped 
to deal with Oracle’s auditors and well versed in correct instance 
sizing in the different cloud environments—and to have a de
tailed understanding of the tenancies of their cloud instances. 

Customers electing to recognize and accept Oracle’s position 
on ULAs must remember that this acceptance could also imply 
acceptance of the entire Oracle policy. As a reminder, the policy 
effectively doubles the licensing requirement in thirdparty 
clouds, restricts which products may be deployed in thirdparty 
clouds, and places limitations on which cloud vendors Oracle 
programs may be deployed in. 

Thinking beyond the policy
Deploying Oracle ULA products in the cloud raises other 

concerns that go beyond the Oracle policy. Some important con
siderations include the following:

 1. “Installed and running” vs. “installed and/or running.” 
A key concept in the ULA certification language is that 
customers may only certify usage quantities, and get 
credit for them, where Oracle ULA programs are installed 
and running. In other words, when the ULA comes to an 
end and the customer chooses to certify and exit the ULA, 
they may only count servers where Oracle programs are 
installed and running. So, a machine or VM with Oracle 
software that has not been powered on in some time may 
not be claimed. Likewise, if a Database Option or Pack 
was enabled and intended to be used but not actively used 
at the time of the certification, then that Option or Pack 
may not be counted in the certification. However, the mo
ment the certification is completed, the licensing rules 
revert to the standard language. This requires that any 
server where Oracle programs are installed and/or run
ning be licensed. The Options or Packs in our previous 
example that could not be claimed in the certification 
quantity now require licenses to be purchased to avoid 
noncompliance postULA! The implications of this are 
compounded and more difficult to manage in cloud envi
ronments. A customer may have many cloud instances 
with Oracle software that is shut down and not counted 

during certification and requires immediate postcertifi
cation licensing. The ease with which large instances may 
be set up, started, stopped, and even stored for long peri
ods of time complicates the situation. Transitioning from 
ULA to postULA in cloud environments must be done 
with care to avoid any compliance surprises.

 2. Moving across cloud environments. With rapidly ad
vancing cloud and virtualization technologies, it is becom
ing easier to move VMs across cloud environments. This 
complicates tracking. Maintaining compliance becomes 
difficult. Keeping tabs on the high watermark of usage is 
difficult or impractical. For example, suppose an instance 
with four vCPUs in AWS is deployed during the ULA term, 
and eventually certified as such. Suppose that, postULA, 
this instance is migrated to a fourcore instance in Azure. 
If you read my first NoCOUG Journal article on this topic, 
you will know that Azure instances are nonhyperthread
ed and therefore require twice as many Oracle Processor 
licenses as their corresponding vCPU instances in AWS 
(or Google Cloud Platform), since these use hyperthread
ed processors. Migrating across publicprivate domains is 
yet another complicating factor. It is, therefore, crucial to 
have a clear understanding of the underlying cloud envi
ronment, public and private, when certifying ULA prod
ucts running in the cloud.

 3. Value assessment. Performing a ULA value assessment is 
crucial to ensuring that money spent on a ULA was worth 
it. I advise my clients to perform a thorough value assess
ment at the midpoint of their ULA. When including cloud 
deployments in ULA value assessments, it’s crucial to fac
tor in the correct instance sizing, account for hyperthread
ing, and anticipate the licensing requirement for the in
stance during the remainder of the ULA term. Failing to 
do this can yield incorrect value assessments and illin
formed decisionmaking around certification and/or re
newal of ULA programs.

 4. Renewal planning. When customers consider renewing 
either parts or all of their ULAs, it is important to factor in 
and anticipate the increasing reliance on thirdparty 
clouds. These should be included in the calculations that 
inform the negotiation price at which the ULA should be 
renewed.

 5. Certification planning. As always, ULA customers com
mitted to certifying should begin the certification process 
early—I advise three to six months prior to the end of the 
ULA term. This will allow plenty of time to methodically 
sift through the cloud environments and ensure that all 
Oracle deployments are accounted for. Any inactive in
stances should be either checked for recent usage or 
cleaned up. Importantly, customers should not allow 
Oracle to be involved in the certification process. Oracle is 
not entitled to know where your Oracle deployments are 
running at the time of certification. Oracle is not entitled 
to know which thirdparty clouds, if any, your Oracle pro
grams have been deployed in.

As a final thought on Oracle ULA and cloud strategy, it is 
important to keep in mind that the cloud consideration should a 
part of a broader, wellplanned ULA management strategy.

“Management should discuss 
Oracle’s policy internally, consider-

ing its implications and non-
contractual value, and make a firm 

commitment to either ignore it or 
accommodate it (and effectively 

recognize its validity).”
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Recap and closing comments
To summarize, I believe that the following points are the most 

important factors and considerations around Oracle licensing in 
thirdparty cloud environments: 

 1. Customers should ensure that they have a thorough under
standing of how to correctly size instances in their cloud 
environments of choice. It is important to account for 
processor hyperthreading, tenancy details, and storage. 

 2. Moving to the cloud offers several benefits, such as agility, 
flexibility, and a moreoptimized consumption of Oracle 
licenses. When managed carefully, these improvements 
could also lead to savings on Oracle support costs. Refer to 
my February 2017 NoCOUG Journal article for more de
tails.

 3. Moving Oracle licenses to the cloud mitigates some tradi
tional compliance risks while giving rise to new or modi
fied risks. Overall, my assessment is that the risk profile 
does not get worse; it just changes. Refer to my February 
2017 NoCOUG Journal article for more details.

 4. Practical steps need to be taken when planning the move 
to the cloud. Management should have a clear understand
ing of, and commitment to, the process. Additional steps 
are required to mitigate Oracle compliance risks in the 
cloud. Refer to my February 2017 NoCOUG Journal article 
for more details on key practical considerations.

 5. Oracle’s policy on licensing in thirdparty clouds is of no 
contractual value. The policy has the effect of making li

censing more expensive in thirdparty clouds, places re
strictions on cloud vendor options, seems to allow only a 
few Oracle products in the cloud, and places restrictions 
on ULA customers. Anecdotally, it also creates confusion 
for customers. Refer to my May 2017 NoCOUG Journal 
article for more details.

 6. Mixing traditional ULAs with the cloud entails opportuni
ties and pitfalls. A wellplanned ULA strategy is the start
ing point for managing the move to the cloud.

 7. Cloud vendors can certainly help Oracle customers in the 
move to the cloud. More options on tenancy in IaaS and 
PaaS services, the ability to track and report on underlying 
resources used, and transparent documentation on the 
under lying infrastructure can better equip management as 
it plans its Oracleinthecloud strategy.

Finally, it’s important to keep in mind that Oracle licensing in 
public cloud environments is just one important aspect of the 
overall topic of Oracle license management. Oracle license man
agement itself intersects with software asset management (SAM) 
in general. Moving to the cloud does not obviate the need for a 
comprehensive, wellplanned, and wellimplemented SAM strat
egy. s
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B O O K 
E X C E R P T

PDB Me to 
Oracle Cloud

by Charles Kim and Jim Czuprynski

This is an excerpt from the book PDB Me to Oracle Cloud Pocket 
Solutions Guide: A Lazy DBA’s Guide to Mastering Multi tenant 
Features on Oracle Cloud by Charles Kim and Jim Czuprynski, 
October 1, 2017, ISBN 978-1977809643. Reprinted with permis-
sion.

The concept of Cloud computing is actually quite sim
ple, as many Oracle DBAs have already been pursuing 
this path for some time, albeit in a somewhat dis
jointed fashion. Consider the typical, noncloud siloed 

environment that most organizations still employ: There are 
separate domains dedicated for computing (application and da
tabase servers) as well as storage (NAS, NFS, or SAN) and net
working bandwidth.

What’s typically missing in these siloed environments is the 
ability to quickly and easily ramp up or ramp down the appropri
ate storage or compute resources to the application workloads 
that need those resources in a sufficiently flexible manner. While 
virtualization has certainly progressed dramatically in the last 
decade—expanding to storage and even networking (as part of 
softwaredefined networks)—a siloed environment still prevents 
efficient, effective orchestration of these resources.

A final driving force behind Cloud adoption is the onset of 
application development practices, like DevOps and Agile that 
demand extreme rapid deployment of applications. Gone are the 
days of “waterfall” project management that typically started 
with welldefined business requirements, proceeding to detailed 
requirements, and the expectation that developers wait for a de
tailed design document, before a single line of code is written. In 
fact, many businesses now need to implement customerfacing 
applications within a matter of months or weeks; with many of 
these applications being discarded shortly after the business need 
—say, the launch of a new product—has been accomplished. 
These intense demands mean that in the future, Oracle DBAs 
will need to be able to spin up a fullypopulated development 
database within minutes, not days.

Why Oracle Public Cloud?
While there are many Cloud computing environments al

ready available—for example, Microsoft Azure or Amazon Web 
Services (AWS) Relational Database Service (RDS)—the Oracle 
Public Cloud (OPC) is a compelling environment to consider for 
several reasons.

First and foremost, Oracle has designed and built OPC as a 

secondgeneration cloud platform. Put simply, it’s been designed 
upon the bones of the mistakes of the first generation of other 
cloud providers.

OPC runs on Oracle’s hardware, uses its own OS (Oracle 
Enterprise Linux or Solaris), leverages the efficiencies of Oracle 
Virtual Machine, and (depending on the database release se
lected) makes available database features within different tiers of 
pricing. If a developer doesn’t need to leverage, say, partitioning, 
it’s a simple matter to spin up an SE2 Edition of an Oracle Data
base versus an “extreme” version of Enterprise Edition that fea
tures Database InMemory, Multitenancy, and other advanced 
features. In other words, OPC is specifically designed to run 
Oracle databases and corresponding database applications better 
than any other homegrown environment. 

Though we are focused on OPC in this book, be aware that 
Oracle does offer its own Private Cloud option as well, available 
in several different configurations and support schemes depend
ing on where your organization needs or wants to place its 
servers and storage and how much involvement is desired for 
management of that hardware and environment. Either way, the 
Oracle Private Cloud is still elementally Oracle Cloud—it is the 
same software and hardware that the Oracle Public Cloud is run
ning. And that means a true hybrid cloud solution is really only 
available through Oracle Cloud.

Lastly, be aware that Oracle “eats its own cooking”: All of 
Oracle Corporation’s internal business processes run within its 
Cloud. This makes it uniquely positioned as a proving ground 
for the databases and applications it’s customer base already uses.

Establishing a DBaaS OPC Environment
Before you build a DBaaS OPC environment, you’ll need to 

obtain Cloud credits. Your organization may have already pur
chased these credits, or may even have been granted a consider
able amount of credits during a recent software or hardware 
license renewal, so be sure to check with your current OPC ad
ministration team before considering the purchase of additional 
credits. 

Allocating a DBaaS Subscription
If your organization hasn’t purchased or been granted OPC 

credits, there’s a simple way to begin your journey to the Oracle 
Public Cloud: purchasing a small number of credits directly from 
the Oracle Store website (https://shop.oracle.com). 

Jim CzuprynskiCharles Kim

https://shop.oracle.com


15
The NoCOUG Journal

Note: As this book goes to press, Oracle Corporation contin
ues to offer $300 in free OPC credits. Also, note that a valid 
email address, an Oracle SSO account, and valid credit card 
number are required to sign up for these Cloud credits. Finally, 
this offer may be withdrawn at some point in the future or re
placed by another offer. Please be sure you understand the impli
cations of signing up for any such offer, especially the conditions 
under which you could continue to be billed for Cloud services 
after the trial period elapses.

To purchase sufficient OPC credits, simply navigate your 
browser to the Oracle Store and begin the acquisition process as 
shown in Figure 1.

Figure 4. Oracle Cloud Subscription: Single Sign-On (SSO) 
Prompt

Click the Sign In button to proceed to add your payment de
tails, as shown in Figure 5.

Figure 5. Oracle Cloud Subscription: Acknowledgment

If you’ve specified a different Oracle SSO account, but have 
al ready used the same credit card number to sign up for free Cloud 
credits, your subsequent request will likely be rejected.

Once you’ve supplied an acceptable payment method, you’ll 
receive an email with details on how to sign in and proceed with 
establishing your new OPC DBaaS environment.

Establishing an OPC DBaaS Environment
Now that you’ve secured sufficient OPC credits, it’s time to 

build your first OPCresident Oracle database. 
After you’ve received an email acknowledging your success

ful procurement of OPC credits, your first step is to access your 
account using the information provided within.

Figure 3. Oracle Cloud Subscription: Oracle SSO Account Sign-Up

Next, it’s time to connect with your Oracle SSO account cre
dentials, as shown in Figure 4. 

If the SSO account you’ve specified has already been associated 
with past free Cloud credit offers, the web site will eventually reject 
your subsequent requests for more free credits.

Figure 2. Oracle Cloud Subscription: Sign-Up Instructions

Click the Sign up button to proceed to the Oracle Single Sign
on (SSO) Account creation form (Figure 3). Note that if you al
ready have an existing Oracle SSO account, you can bypass this 
form by clicking on the Sign In link.

Figure 1. Oracle Cloud Subscription: Introductory Free Cloud 
Credits

Clicking on the Get started for free button takes you to a 
simple signup form (Figure 2). 
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Figure 6. Accessing Your Oracle Cloud Account: Initial screen

Figure 7. Choosing your Identity Domain

Figure 8. Accessing your account Figure 11. Creating a DBaaS Service Instance: Getting Started

Figure 10. Creating an Instance: Choosing from Quick Start 
Services

Figure 9. OPC Dashboard

The next step is to create the Database Service that will be 
hosting your DBaaS database. From the My Services console 
(Figure 6), click the Create Service button to start answering 
questions about your new database.

To create a new DBaaS instance, click on the large Create 
Instance button near the left top of the Dashboard. That will 
offer you the choice of building an instance focused on either 
Compute, Storage, or Database functionality, as Figure 5 shows. 
Choose Database Classic by clicking the Create button next to 
that option.

Figure 4 shows an example of the OPC Dashboard that you’ll 
use to access your available OPC resources. It contains important 
governance information as well, including how much of your 
original Cloud credits remain.

Next, supply the assigned username and your chosen pass
word, and then click the Sign In button to access your account, 
as Figure 3 shows. 

Next, supply the Identity Domain you were assigned as shown 
in Figure 2 and click the Go button.

Supply the proper values for the Account Type—in this case, 
choose Traditional Cloud Account—and then supply the OPC 
datacenter you’ve been assigned as shown in Figure 6 below. 
Click on the My Services button to proceed.
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It’s time to make some decisions about your Database Service 
(Figure 7): 

Figure 12. Creating a DBaaS Service Instance: Environmental 
Decisions

At this point, here’s what you’re deciding:

➤ Service Name and Service Description. Specify a name 
for your new service instance—we’ve chosen PDBME—
and optionally a short description of the intended usage 
and contents.

➤ Notification Email. This is the email address to which 
any notifications of status changes for the new service in
stance will be sent. The default is the original email ac
count which was used to request the account, but it can be 
overridden—so choose wisely to avoid being inundated 
with unwanted email traffic.

➤ Metering Frequency. This is probably the most crucial 
choice you can make, so choose wisely: 
• Choosing Monthly means that your account will be 

billed once a month at a fixed cost. This option proba
bly makes the most sense when the instance will be 
used on a consistent basis—for example, to host a data
base application that’s constantly accessed with mini
mal spikes of user activity.

• Likewise, choosing Hourly means that your account 
will only be billed when the instance consumes resourc
es. Therefore, if this instance is going to be used mainly 
for experimentation or will simply languish at times 
with significant periods of utter disuse, choosing the 
Hourly option will likely mean you’ll save quite a bit in 
Cloud credits.

➤ Software Release. You can choose from among several 
options; since this book is all about the latest release as of 
this writing, we’ve selected the 12cR2 release.

➤ Software Edition. Selecting Standard Edition 2 (SE2) will 
significantly reduce consumption of Cloud credits, but the 
tradeoff is a significant reduction in database features 
(e.g. partitioning). If you know for certain your applica
tions won’t require any of the more advanced capabilities 
of Enterprise Edition (EE) or any of the other even more 
robust options (e.g. Extreme Performance), then SE2 is 
probably a sensible choice. Just remember that once se
lected, your instance is locked into that edition and cannot 
be upgraded or downgraded to a different edition.

➤ Database Type. While it’s certainly possible to configure a 
Real Applications Cluster (RAC) enabled service instance 
for your database, it will certainly consume more Cloud 

credits than the standard singleinstance database we’ve 
selected here.

Once all your choices are complete, simply click the Next but
ton to continue to the next configuration steps.

Note: As Oracle continues to improve the breadth of its OPC 
DBaaS offerings, the price of these OPC options is subject to 
change in the future. For quick access to the current pricing and 
sizing options, consult the Oracle Public Cloud pricing page: 
https://cloud.oracle.com/en_US/database/pricing

Now, it’s time to finish configuring the resident Oracle data
base itself, and again there are a myriad of options to choose 
from as shown in Figure 13:

Figure 13. Creating a DBaaS Service Instance: Configuring 
Database Options

If you’ve ever used the Database Configuration Assistant 
(DBCA) tool to create an Oracle database, most of these options 
are fairly familiar to you, so we won’t dwell on the more obvious 
choices like DB Name, PDB Name, passwords, storage, and so 
forth. Nevertheless, there are a few important options to note on 
this panel:

➤ Compute Shape. This option determines how many 
Oracle CPUs (OCPUs) ths service instance requires when 
it’s running. 

➤ SSH Public Key. We’ll review how to supply this in just a 
bit. 

➤ Use High Performance Storage. This option requests that 
higher performance storage—essentially, flash instead of 
disk—will be supplied for your service instance’s storage 
needs.

The Backup and Recovery Configuration section allows you 
to choose a backup strategy for your databases within this service 
instance. Briefly, your three options include None (no backups 
will be taken), Cloud Only (one copy of backups is retained), and 
Local and Cloud (two copies of all backups will be retained). 

Note: For sake of brevity, we’ve chosen None, but again—be 
sure you understand the implications of choosing this option!

Finally, note that it’s also possible to initialize a DBaaS service 
instance’s database from an existing set of database backups 
stored within the Cloud. The Initialize from Backup section is 
where we’d specify the location of the backup as well as the 
source database for those backups.

https://cloud.oracle.com/en_US/database/pricing
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Next, lets tackle how to connect securely to the new service 
instance. You most likely have already been assigned an existing 
privatepublic key pair for this instance; if so, you can either 
choose to specify the name of the public key file on the host 
from which you’re going to be accessing this database instance, 
as Figure 14 shows. Otherwise, you can also choose to paste in 
a specific key value instead of accessing the public key via file if 
you prefer:

Figure 14. Creating a DBaaS Service Instance: Specifying the SSH 
Public Key

Note: If you haven’t received security information from your 
Cloud administrator, you can generate a new public-private key 
pair using the Create a New Key option.

Almost done! After specifying all pertinent options in Figure 
8 and clicking on the Next button, you’ll get one final chance to 
confirm your selections, as Figure 15 shows. Once you’re satis
fied with your choices, click the Create button to initiate the 
creation of your database service instance.

Figure 15. Creating a DBaaS Service Instance: Final 
Confirmation

We can monitor the progress of the service instance’s creation 
from the My Services Summary page, as shown in Figure 16. By 
clicking on the instance’s name (PDBME) on that page, we can 
also access a more detailed view of the instance’s creation prog
ress as shown in Figure 17.

Figure 16. Service Creation Progress: Monitoring via Cloud 
Service Summary

Figure 17. Service Creation Progress: Monitoring via Service 
Overview

One other way to monitor the service instance’s creation—
either while it’s in process, or when it’s finally completed—is to 
select the appropriate service from the Service Create and Delete 
History section near the very bottom of the Services Summary 
page. Figure 18 below shows the results of the successful creation 
of the PDBME instance; note that it took approximately 25 min
utes for the database instance to complete. s

Figure 18. Service Creation Status: Monitoring via Service Create 
and Delete History

© 2017, Charles Kim and Jim Czuprynski
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S P E C I A L 
F E AT U R E

Availability, data protection, and compliance are top 
priorities for CIOs and other IT leaders,1 yet many 
organizations are overlooking a major hole in the 
disaster recovery solutions that they rely on to sup

port these priorities. Contrary to popular assumption, tradi
tional disaster recovery solutions—even those using synchro
nous replication between their primary and standby sites—do 
not ensure zero data loss.

When the line connecting the two sites fails before the pri
mary data center does (as is the case in a rolling disaster), servers 
at the primary site continue to create new transactions, but these 
transactions are not replicated to the standby site. Data loss is 
guaranteed.

In fact, organizations with synchronous replication may be at 
even greater risk of data loss, downtime, and non‐compliance 
during a rolling disaster. That’s because they do not expect data 
loss and therefore do not incorporate that possibility into their 
disaster recovery and business continuity plans.

Organizations with asynchronous replication accept a certain 
amount of data loss and build in processes to address those con
tingencies; however, these organizations also expose themselves 
to unplanned‐for loss if they are not properly prepared for a roll
ing disaster. Oracle Data Guard solutions in Maximum Avail
ability mode are also at risk, as are Disaster Recovery as a Service 
(DRaaS) solutions, which deploy one of the traditional replica
tion solutions between their own primary and standby data 
centers.

Furthermore, due to the chaos and uncertainty surrounding 
most disasters, organizations can seldom know with certainty 
whether or not they’ve had a rolling disaster and, therefore, need 
to respond and remediate as if they have.

Axxana’s Phoenix enables organizations to meet availability, 
data protection, and compliance goals more confidently by pro
tecting data lags (not‐yet‐replicated data) and ensuring zero data 
loss—even in rolling disasters. This paper explains the risks that 
rolling disasters pose to synchronous, asynchronous, and other 

replication strategies, and shows how Axxana’s Phoenix elimi
nates those risks.

In a recent survey, 98 percent of respondents reported that 
downtime cost more than $100,000 per hour. Onethird (33 
percent) of organizations in the same survey reported that down
time cost $1 million to more than $5 million per hour. 2  For 
banks, online merchants, and other organizations that process a 
high volume of transactions, losses may amount to millions of 
dollars per minute.

Rolling Disasters and Data Loss—The Elephant in the Room
A rolling disaster usually starts with a power outage or a prob

lem with network communication lines. It is an event in which 
replication to the secondary (disaster recovery) site fails before 
the primary (production) data center fails. During the interim 
between replication failure and failure of the primary data center, 
the primary data center’s production servers continue to produce 
data that is not being replicated (i.e., data lag) and is, therefore, 
lost.

In the chaos and momentum of a disaster, organizations don’t 
always know which element failed first and when. Such determi
nations might not be possible until forensic analysis has been 
performed—often after the initial disaster recovery response. In 
other cases, the loss of monitors and alerts during the disaster 
may make it impossible to ever determine the exact sequence of 
events. To get systems up and running as quickly as possible, 
organizations may simply have to respond as if they have had a 
rolling disaster and may have lost data.

Disaster recovery in a data loss scenario requires time‐con
suming identification of what data has been lost. In many cases, 

Protecting Against 
Rolling Disasters with 

Axxana’s Phoenix
by Liat Malki

Liat Malki

1 IDG Research Services. Market Pulse. The Struggle to Keep Pace with a 
Fast‐Changing IT Environment. U.S. version. Accessed March 2017.

2 Information Technology Intelligence Consulting (ITIC). Cost of Hour ly 
Downtime Soars: 81% of Enterprises Say It Exceeds $300K on Average. 
August 2016. http://iticcorp.com/blog/2016/08/costofhourlydown
timesoars81ofenterprisessayitexceeds300konaverage/

“Due to the chaos and uncertainty 
surrounding most disasters, 

organizations can seldom know with 
certainty whether or not they’ve had 

a rolling disaster and, therefore, 
need to respond and remediate 

as if they have.”

http://itic-corp.com/blog/2016/08/cost-of-hourly-downtime-soars-81-of-enterprises-say-it-exceeds-300k-on-average/
http://itic-corp.com/blog/2016/08/cost-of-hourly-downtime-soars-81-of-enterprises-say-it-exceeds-300k-on-average/
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it also entails the reconstruction of application consistency at the 
secondary site, which slows down the recovery process and the 
return to normal operations. The longer recovery takes—that is, 
the longer the downtime—the greater the potential loss of reve
nue, customers, productivity, and reputation.

Nobody Is Immune
Although many organizations prepare themselves for various 

types of disasters, including full site catastrophes, few organiza
tions have protected themselves adequately against rolling disas
ters.

Proactive IT leaders and risk managers may want to think 
twice about the availability of the network communication lines 
that carry data between their data centers. In a recent survey, 
respondents listed network outages as the second‐leading cause 
(after power outages) of failover to a secondary site.3 According 
to the Federal Communications Commission, the number of 
outages on high‐capacity fiber‐optic lines in the United States 
more than doubled from 221 in 2010 to 487 in 2015.4 Because 
many communications vendors rely on the same fiberoptic 
cabling or other high‐speed lines, a single line cut can impact 
multiple providers at the same time. Natural disasters such as 
floods, fires, and earthquakes can damage or destroy network 
communication lines and/or cause power outages. Given that 50 
percent of respondents in a recent survey said that natural disas
ters had disrupted their data centers,5 these events cannot be 
ignored. Depending on where a natural disaster strikes first, or
ganizations may have a rolling disaster on their hands.

Organizations with Synchronous Replication
As mentioned above, organizations with synchronous replica

tion often have a false sense of security when it comes to disaster 
recovery and zero data loss. The problem is that synchronous 
replication is designed for disasters in which the production data 
center fails before (or at the same time as) the lines used to rep
licate data to the backup data center (or a DRaaS provider’s data 
center). In rolling disasters, where replication lines fail first, the 
production data center continues to produce data. Then, when 
the disaster reaches the primary data center, this yet‐to‐be repli

cated data is lost and cannot be recovered. Because the organiza
tion may not have built rolling disasters and data loss into its risk 
mitigation plans, response time, recovery, and availability may 
also be compromised. For organizations that have invested heav
ily in synchronous replication, an exposure like this not only 
undermines their entire investment in disaster recovery but also 
can result in non‐compliance, financial loss, and reputation 
damage.

Organizations Using Data Guard’s Maximum Availability 
Mode

Oracle Data Guard is a disaster recovery tool that replicates 
Oracle archive logs on production databases to a secondary 
(standby) location via a network connection. Many organiza
tions use Data Guard for either synchronous or asynchronous 
replication within their Oracle environments. Maximum Avail
ability is one of the modes commonly used for synchronous rep
li cation. Although Maximum Availability mode is the best effort 
that many organizations can make toward zero data loss, it is not 
synonymous with zero data loss. Max Availability mode can help 
ensure zero data loss if the production data center fails first or if 
the data center and communication lines fail simultaneously, but 
it cannot ensure zero data loss in rolling disasters. This is because 
Data Guard cannot operate without fully functioning replication 
lines;6 when these lines fail in a rolling disaster, the application 
continues to operate without replicating the data to the disaster 
recovery site.

Organizations with Asynchronous Replication
Organizations running asynchronous replication are willing 

to tolerate a certain amount of data loss and typically incorporate 
this risk into their disaster recovery and business continuity 
plans, as well as their service level agreements (SLAs). Rolling 
disasters amplify this risk by almost certainly creating a larger 
data lag—and therefore greater data loss—than the organization 
has planned for or can tolerate. This potential data lag is very 
difficult to predict because it is influenced not only by the dura
tion of the communication line failure but also by variables such 
as the bandwidth of shared communication lines and the amount 
of throughput going through those lines at any given time. If 
replication fails during a period of peak throughput—for exam
ple, during heavy commerce or trading, end‐of‐year reporting, 
or prior to healthcare enrollment deadlines—a larger volume of 
data lag will accumulate and be lost.

Instead of generating, for example, 15 minutes of data lag at 
average throughput (which, under normal circumstances, is 
eventually replicated unless a disaster occurs), the system is now 
producing data at a higher, peak rate and creating, potentially, 
hours of accumulated lag that will be lost when a disaster strikes. 
At this point, data loss has crossed the threshold of tolerability 
and has become a potential liability for the organization.

Organizations with Three Data Centers
In three‐data‐center topologies, the organization replicates 

synchronously to a nearby data center and asynchronously to a 
more distant data center. As with the other rolling disaster sce
narios discussed in this paper, if synchronous replication to the 
nearby data center ceases and the primary site continues to pro
duce data, the organization will lose data.

“Because the organization may not 
have built rolling disasters and data 

loss into its risk mitigation plans, 
response time, recovery, and 

availability may be compromised.”

3 J. Buffington et al. Enterprise Strategy Group. Research Report: The 
Evolving Business Continuity and Disaster Recovery Landscape. January 
2016.

4 Times Free Press. Slashed Fiber‐Optic Cable Reveals Vulnerability of US 
Broadband. http://www.timesfreepress.com/news/breakingnews/sto
ry/2015/mar/27/slashed‐fiber‐optic‐cable‐reveals‐vulnerability‐us‐
broadband/295732/ 

5 Zenium Technology Partners. Research Reveals Data Center Sector Still 
Rocked by Natural Disasters. June 2015. https://www.zeniumdatacenters.
com/research‐reveals‐data‐center‐sector‐still‐rocked‐by‐natural‐disas
ters/

6 Oracle website. Data Guard Protection Modes. Accessed March 2017. 
https://docs.oracle.com/cd/B28359_01/server.111/b28294/protection.
htm#CHDDAHJD

https://docs.oracle.com/cd/B28359_01/server.111/b28294/protection.htm%23CHDDAHJD
https://docs.oracle.com/cd/B28359_01/server.111/b28294/protection.htm%23CHDDAHJD
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Zero Data Loss Even in Rolling Disasters
Rolling disasters have the potential to completely cancel out 

the effort and investment put into otherwise robust disaster 
recovery and business continuity plans. Given the serious con
sequences of data loss, downtime, and non‐compliance, organi
zations cannot afford to overlook the risks associated with a 
rolling disaster. In fact, given the difficulty of characterizing a 
disaster in progress, organizations must be prepared to treat 
every disaster as if it were a rolling disaster.

Axxana’s Phoenix helps organizations protect their business 
and maintain business continuity during any type of disaster by 
ensuring zero data loss at any distance and preserving data con
sistency for rapid recovery—all at a vastly lower cost than tradi
tional disaster recovery solutions.

The Phoenix system uses a disaster‐proof Black Box and in
telligent compute, memory, storage, and networking technolo
gies to ensure that data is protected for as long as needed and 
then transferred to the remote site as soon as possible. It protects 
up to 1.6 TB of data lag during a rolling disaster and works with 
any disaster recovery topology (e.g., synchronous, asynchronous, 
Max Availability, Max Performance, and Far Sync).

How It Works
The Axxana Phoenix Black Box resides at the primary data 

center and maintains a protected, synchronous copy of all the 
redo log and archive files that have not been replicated to the 
secondary (disaster recovery) data center. The Phoenix system 
automatically detects disastrous events and adjusts resource 
usage accordingly within the Black Box to ensure system avail

“Rolling disasters have the potential 
to completely cancel out the effort 
and investment put into otherwise 

robust disaster recovery and 
business continuity plans. Given the 

serious consequences of data loss, 
downtime, and non‐compliance, 
organizations cannot afford to 

overlook the risks associated with a 
rolling disaster. In fact, given the 

difficulty of characterizing a disaster 
in progress, organizations must be 

prepared to treat every disaster as if 
it were a rolling disaster.”

Dr. DR is brought to you by Axxana. by Rich ParsonsDr. DR

ability throughout disaster recovery. It then securely transmits 
the unreplicated data to the remote site via cellular technology, 
a wide area network (WAN), Wi‐Fi, or other transmission meth
od, depending on the availability of the communications medi
um and its configuration. s

http://axxana.com
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Beam Me 
Up, Scotty!

with Charles Kim and Rich Niemiec

Rich Niemiec

Larry Ellison has announced the “world’s first autonomous da-
tabase cloud.” What does “autonomous” mean to you? And 
hasn’t Amazon had an autonomous database cloud called RDS 
for years? What will Oracle have that Amazon does not?

Charles: Oracle’s autonomous database is centered around 
Oracle Database 18c in Oracle Cloud, which is tentatively sched
uled to be released at the end of this year. Oracle is starting to 
incorporate artificial intelligence (AI) in their cloud offering so 
that it can deliver what Larry is pitching to adopt selfdriving, 
selfpatching, selfsecuring, and selfhealing properties. With 
machine learning and automation, I believe that Oracle will be 
able to automate a lot of the “self ” engines to automatically repair 
themselves when the database encounters potential outage con
ditions.

Also behind the scene, an Exadata database machine will be 
an integral part of the autonomous database. Imagine where au
tomatic performance gains can be achieved by simply automat
ing tasks like partitioning tables and indexes. EHCC is also 
supposed to be the default compression and cannot be disabled 
like today; all database files in Oracle Cloud must be encrypted 
with TDE. Imagine automatically setting EHCC on tables and 
achieving 10X compression on your database. Hypothetically, a 
10 TB database will become 100 GB in space for workloads. With 
additional technologies like storage indexes and smart scans, the 
amount of data filtering can be significantly more.

Take this to another level and imagine automatic configura
tion of large data sets that’s constantly queried into inmemory 
column stores. Since Oracle Databases in Oracle Cloud get every 
option that they offer, Oracle can implement technologies such 
as ILM strategy with heat map and ADO, and selfdrive perfor
mance with databases in Oracle Cloud. This is just the tip of the 
iceberg in what Oracle will be able to do.

Rich: I think that Oracle has automated the database through 
many DBA utilities and products over the years. Those features 
continue to overwhelm most DBAs in past versions as well as 
Oracle 12c and Oracle 18c. Most competing databases, while 

having a few recent features, compare mostly to Oracle 6 through 
Oracle 7. Some DBAs over the years leverage these new features 
and benefits; others have only time to use very few of these. 
Oracle is now implementing those features to fully automate the 
database along with the great performance that can be achieved 
from Oracle hardware in the cloud with INMEMORY columnar 
storage. Like a selfdriving car, the autonomous database doesn’t 
need to be perfect; it just needs to drive better than you (patching 
things much faster than you would and utilizing new features 
more than you have time to). Leveraging AI, Oracle will apply 
machine learning to security to learn people and patterns while 
implementing database reconnaissance, to get better over time 
learning about potential intruders at the speed of a computer not 
a person. Unlike RDS, this database is fully selfdriving, self
scaling (elastic while you are running, unlike RDS), selfrepair
ing, selfsecurity patching, and machine learning. Unlike Ama zon, 
Oracle offers 99.995% uptime with NO EXCEPTIONS and at half 
the price of Amazon.
Veteran database administrators are probably worried that the 
autonomous database cloud will take away our jobs, and new-
comers to IT will probably shy away from careers in database 
administration. What advice do you have for them? Resist? 
Assimilate?
Charles: More and more parts of Oracle monitoring and main
tenance are being outsourced to India each year. For DBAs, 
mundane daytoday tasks moved to India years ago. It is com
mon to see a lot of enterprise companies outsource production 
monitoring to Indiabased firms. With service offerings like the 
Autonomous Database, DBAs need to be more on top of their 
game. Instead of resisting what is going to be inevitable, DBAs 
need to adapt to the changing database world. We as DBAs need 
to elevate our game and welcome the challenge.  

The database world is everevolving. Nonrelational databas
es have been evolving, but the past couple of years, they’re really 
making great strides in their technical features and performance. 
As a result, for example, the industry is trying to figure out where 
NoSQL databases and Hadoop HDFS fit into the enterprise.   

Charles Kim

 “Unlike RDS, this database is fully self-driving, self-scaling (elastic 
while you are running unlike RDS), self-repairing, self-security patching, 

and machine learning. Unlike Amazon, Oracle offers 99.995% 
uptime with NO ExCEPTIONS and at half the price of Amazon.”
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I am a DBA who automates just about everything that I have 
to do more than once. My ideal job is to automate just about 
every aspect of my job. I’ve completely automated RAC cloning 
processes to fully automate Data Guard builds to industry best 
practices. I want to spend the majority of my time reading about 
how I can innovate more. I would spend my precious time learn
ing more about Oracle internals and performance tuning versus 
dealing with production issues in the middle of the night or deal
ing with space issues. Oracle’s statement of direction is that they 
want Oracle DBAs to spend time in data analytics, database de
sign, securing data, and developing new applications, while 
Oracle focuses on developing the next generation of automation 
to manage their databases.

Rich: The DBA job has shifted from loading tapes for the next 
version or doing backups (Larry Ellison’s first IT job was loading 
backup tapes in the data center in the middle of the night) to 
becoming a very skilled and detailed position. The job is moving 
again to manage data both on premises and in the cloud, to use 
predictive analytics that leverages big data in the cloud from 
sources like Facebook, Google, and Twitter; it may also leverage 
IOT (Internet of Things) data and prepare for robotics for the 
enterprise. The job continues to shift and get larger and more 
important, and this is just one of those shifts. DBAs have com
plained forever about how poorly the business leverages data; 
now they will be instrumental in that process. Those that make 
the curve ahead (as the job turns) will be rewarded as one of the 
most important parts of the business versus being the most im
portant part of the IT staff.  

What can you tell us about Oracle Autonomous Data Warehouse 
Cloud?

Charles: Oracle Autonomous Data Warehouse Database will be 
on Oracle Database 18c, which will include dozens of new auto
mated database features. The autonomous database will run on 
Exadata and will be designed with automatic elasticity in mind to 
be able to burst storage and compute without any downtime. The 
idea with the Autonomous DW Cloud is to provide customers 
with great performance out of the box and to provide a scalable 
platform. Another feature that Oracle added is the ability to load 
files from Oracle’s Object Storage Cloud or from AWS S3 as an 
external table. On their roadmap, Oracle will provide the mecha
nism to read from any Hadoop file format.

Rich: It will run on the Oracle 18c database, and it’s coming out 
in December 2017. At the current time, it isn’t going to allow you 
to create any indexes, so think of how Oracle INMEMORY 
works to ensure queries are faster than you can write them (put
ting columns in memory, creating indexes where needed based 
on machine learning, etc.). The Autonomous OLTP Database set 
to come out in mid2018 will probably have indexes and require 
more assistance for a while. As Rod Serling put it, “Man vs. the 
Product of Man’s Mind: for this, there is standing room only in 
the Twilight Zone.”

Bah, humbug! It’s a synonym for “loss of visibility,” “loss of con-
trol,” and “blind trust.”

Charles: Cloud can be a big black box if you let it. You need to 
know the SLA that your cloud vendor is offering. You need to 
know what kind of network pipe, bandwidth, and latency will be 
between your data center and the cloud vendor. You need to 
know what cloud services your applications/databases are con

suming. You need to know if you are running on shared com
pute, shared network, and shared storage. You also need to know 
what region is housing your database and applications. Having 
close proximity to the region where your VMs will be hosted 
should be your goal as you plan out the network infrastructure 
between your onpremises data center and the cloud vendor.  

In a nutshell, if you are not aware of the cloud service offering, 
you will definitely lose visibility, lose control, and ultimately lose 
trust in the cloud vendor. Luckily, most of the cloud vendors 
publish their data center location and the capabilities of their 
hardware to their customers. 

Data encryption at rest in the cloud is a must as you consider 
the cloud. I had a security skeptic colleague convey to me that 
your data may reside on the same physical hard drive as your 
competitor. Worse, your data is not encrypted and the hard drive 
suffers a disk failure. Although your hard drive is swapped out 
for a new drive, the managed services provider will either send 
your hard drive back to the vendor for repairs or will keep the 
hard drive for himself. Now they can probe for contents on the 
hard drive and have access to all or part of your data. 

You also need to make sure that the cloud vendor leverages 
encryption at the network layer too. 
Bah, humbug! It’s for small businesses only.
Charles: The cloud, at early adoption, was perceived to be for 
small businesses. Typical startups will run all their applications 
on the cloud; we call these kinds of customers “cloud only” cus
tomers. As the cloud vendors embraced tighter SLAs and work
load requirements for businesscritical applications, cloud 
vendors have adopted bare metal provisioning and even offer a 
storage footprint on flash arrays and dedicated NVMe. For an 
additional cost, enterprise customers can opt to run I/Ointensive 
database workloads on fast tier storage for missioncritical envi
ronments.    

The cloud is for customers of all sizes. Enterprise customers 
can move their data center footprint to the cloud. Obviously, the 
smaller companies will be more agile and can adopt hybrid cloud 
at a quicker pace. Eventually, the hybrid cloud model will be the 
norm, and the longterm strategy for most companies will be to 
become a “cloud first” customer, where they will move all tier 0 
and 1 applications to the cloud. Applications running in the on
premises data center will be the exception rather than the norm.
Bah, humbug! Read my lips: Global outages caused by the hu-
mans operating the cloud. Is that going to be the new normal?
Charles: We hear horror stories about outages in all the cloud 
vendors all the time. I heard from one of my enterprise Fortune 
500 customers today that they just notified their hosting and 
managed service provider that they will not renew their contract 
because they had a perceived SLA outage that lasted for two days. 

 “Oracle Autonomous Data 
Warehouse Database will run on 

Exadata and will be designed with 
automatic elasticity in mind to be 
able to burst storage and compute 

without any downtime.”
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I do not perceive that this will change with any of the cloud ven
dors (at least not for the immediate future).  

Cloud vendors will offer more robust infrastructures and 
improved SLAs, but they will come at a premium price. At the 
same time, customers will also spend time and money integrat
ing onpremises with cloud and also trying to implement multi
cloud. Outage conditions may happen now at onpremises data 
centers, cloud vendors, and integration points between cloud 
vendors.

Overall, with increased sensitivity to regulation and compli
ance, cloud vendors will incur fewer outages. Nonetheless, the 
smaller number of outages that will occur will be lot more sub
stantial in damage. I believe that cloud vendors will enforce 
tighter controls over access to systems and networks. Cloud 
vendors are also cognizant of potential security holes in various 
components of the stack and will perform their due diligence to 
mitigate breaches.

Bah, humbug! Now Big Brother can spy on everyone. Read my 
lips: “National Security Letter.” The EU won’t tolerate it. So why 
should we?

Charles: Several customers have already voiced their concern 
about putting Oracle databases and applications in Oracle Cloud 
with the “bring your own licensing” (BYOL) concept that was 
introduced right before Oracle OpenWorld. One of the biggest 
fears was that license compliance can be governed and audited. 
Unfortunately, this concern exists with all the cloud vendors who 
happen to own the application, middleware, and database stack. 
I think Oracle’s BYOL will be a great option for lot of customers 
who need the flexibility of sharing credits with PaaS and IaaS. 
Oracle’s goal is to make migration to their cloud easier and more 
affordable.

With Big Brother around, data encryption in the cloud is even 
more important than before. Data encryption at rest and in mo
tion must be the norm.

Bah, humbug! Every self-respecting hacker has the cloud in their 
sights: “Hard on the outside, soft on the inside.” Just wait until 
the fox gets into the chicken coop with the root password. 
Probably “Welcome1” or something idiotic like that.

Charles: Security is by far still the number one inhibitor to the 
cloud. When we do the Cloud Journey Technical Workshops 
sponsored by the IOUG, a majority of the attendees still perceive 
security to be a major reason why they have not yet adopted the 
cloud. All the cloud vendors take security extremely seriously. In 

fact, the cloud vendors will tout that their cloud is significantly 
more secure than your data center. Not only is the cloud more 
secure than the data center in terms of access, it is also relatively 
current with the latest operating system patches.

Most of the cloud vendors do not use OS or database pass
words to access their cloud VMs/databases. Most of the cloud 
vendors have implemented some sort of private/public encrypt
ed keys for authentication and access. In addition, firewalls at 
either the hardware or software layer will block most access to 
the database server. 

Knowing about the cloud and your vendor can make your 
experience pleasant. For example, on Oracle Cloud with the 
Database Cloud Service, port 22 to the database server is open 
when you provision as a database; however, port 1521 access to 
the database listener is automatically blocked to internet access. 
You have to either tunnel via port 22 to Oracle Cloud or manu
ally open port 1521 via their webbased console. At the same 
time, it is absolutely critical to enable data encryption in the 
cloud. Most companies need to adhere to compliance require
ments as they operate in the cloud while still maintaining protec
tion for the sensitive data. s

Charles Kim is the founder and president of Viscosity North Amer-
i  ca, a niche Oracle consulting company specializing in Exadata, 
RAC, virtualization, and Oracle Cloud. He is an Oracle ACE Di-
rector, a VMware vExpert, an Oracle Certified DBA, a Certified 
Exadata Implementation Specialist, and a Certified RAC Expert. 
Charles specializes in RAC, Exadata, cloud, and virtualization, 
and is the co-author of nine books on Oracle Databases. Charles 
holds certifications in Oracle, VMware, Red Hat Linux, and 
Micro soft, and has over 25 years of Oracle experience on mission- 
and business-critical databases. Charles presents regularly at local, 
regional, national, and international Oracle conferences, includ-
ing IOUG Collaborate, VMware World, and Oracle OpenWorld, 
on the topics of RAC, ASM, and Linux best practices; Data Guard 
best practices; VMware best practices; Oracle on VMware virtual-
ization; and 7×24 high-availability considerations. Charles is also 
the president of the Cloud Computing SIG for the Independent 
Oracle User Group.

Rich Niemiec is the chief innovation officer of Viscosity North 
America. Rich is an Oracle Ace Director and a world-renowned IT 
Expert, and was a co-founder and the CEO of TUSC, a Chicago-
based systems integrator of Oracle-based business solutions started 
in 1988. Rich has served as president of Rolta TUSC and Rolta 
EICT. He is the past president of the International Oracle Users 
Group (IOUG) and the current president of the Midwest Oracle 
Users Group (MOUG). Rich has architected and tuned many 
Fortune 500 systems over the past 25 years. His experience in data 
processing ranges from teaching to consulting, with emphasis in 
database administration, performance tuning, project manage-
ment, and technical education. He is one of six originally honored 
worldwide Oracle Certified Masters and advised Oracle develop-
ment from time to time. In 2017, he authored Oracle 12c Perfor-
mance Tuning Tips & Techniques, an update of his previous four 
Oracle best-sellers on Oracle 8i, 9i, 10g, and 11i Performance 
Tuning. Rich was inducted into the Entrepreneurship Hall of Fame 
in 1998.
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P I C T U R E 
D I A R Y

Regional User Groups’ Pizza
Lunch at Oracle OpenWorld 2017

Sponsored by Quest SharePlex

Carousel at Children’s Creativity Museum Pizza delivery by Vit Spinka from Dbvisit
and Jeremiah Wilton from AWS

Bell peppers and mushrooms with a side of smartphone Happy campers
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Literati Glitterati

Paparazzi Pizzaiole



Lightning talks Passionate speakers

Tim Gorman hands the leftover pizzas to Food Runners. The 
mission of Food Runners is to help alleviate hunger in San 

Francisco, to help prevent waste, and to help create community. 
Food Runners is currently delivering over 15 tons of food a 

week that would otherwise be thrown away—enough food for 
over 10,000 meals every week in San Francisco.

THE END
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