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Interview

The Cloud Is
the Database

with Dominic Preuss and Deepti Srivastava
Deepti Srivastava
I get that there are advantages in moving my database instances
to the cloud. What I don’t get is why I need to change my database technology?
This all comes down to how much you want to be in the busi
ness of managing and nurturing servers—physical, bare metal,
virtual, or any other type. Cloud-native database services make
assumptions about distributed computing, storage, and network
ing that databases built for an on-premises, bare-metal world do
not. These cloud-native assumptions yield systems that employ
much higher levels of automation, easing the operational over
head for their end users. These cloud-native database services
offer serverless operations or abstract cluster-sizing concepts like
nodes that allow you to scale as your workload grows.
We as an industry don’t do a terribly good job of defining the
categorical differences between managed cloud-native database
services and database services that are built to ease operational
toil but are rooted in on-premises architectures and systems.
There are many shades of grey. A Google Cloud example is that
we have Cloud Spanner, which is cloud-native and has very low
maintenance and operational requirements, and Cloud SQL,
which offers MySQL and Postgres compatibility but requires you
to be involved somewhat in the operations of your database. We
tend to call both of these “managed database services.” Where
things get complicated is as you scale out. Operational overhead
increases as shard or partition count increases. Cloud-native data
bases solve this scale problem natively.
You have to choose what’s right for your business, but we be
lieve that IT and developers should be 100% focused on adding
value to their business. If operating a database doesn’t add value
to your business, you should let a cloud provider like Google
Cloud do that for you. If you’re just moving your database in
stance from an on-premises server to the cloud, you’re not taking
full advantage of what the cloud can offer. It’s the difference be
tween “database as a service” and “database instance as a service.”
Are there any analogies out there?
I like food, so let’s use a restaurant analogy. To be a successful
restaurateur, you run your restaurant like a business, not a hobby.
You’re focused on food costs, efficiency of your staff, and ulti

Dominic Preuss
mately, customer satisfaction. To control food costs, you can
choose to buy ready-made products that just need to be heated
and served. You can also buy raw ingredients and have your staff
chop, prepare, and cook them. There’s a lot of grey area in be
tween. You have to identify what type of restaurant you are. For
example, is it better to buy pre-chopped pineapple or pay some
one to chop it? Is there room in your establishment to chop it?
Does the quality of the product you can buy pre-chopped make
a difference to the end customer?
The answer to a lot of these questions is “It depends.” The
same is true for database technology: it depends. With managed
database services, you know you’re getting a ton of performance
and a reliable service with reduced operational headache.
Cloud Spanner is a born-in-the-cloud database system that
offers manageability you associate with cloud-native services,
scalability you might associate with NoSQL databases, and
schema and SQL you would associate with relational databases.
I want to say that’s awesome, but you’re describing a future
without database administrators.
I’ll let Oracle answer this one. In a recent Forbes article (www.
forbes.com/sites/oracle/2018/01/15/3-essential-dba-careerpriorities-for-2018), Jeff Erickson of Oracle laid out three pri
orities for DBAs for 2018:
1. Learn What Cloud Database Services Have to Offer
a. The cloud lets companies tap into new technology
changes faster, since it doesn’t require a lengthy up
grade to add new features. DBAs can be the trailblazers
guiding their companies to those new opportunities.
b. [Longtime database developer Martin] D’Souza’s ad
vice is to turn that dynamic on its head: “Be the one
who knows what the cloud has to offer,” he says. “Your
company could be thinking that an IT project will take
months and tons of money, but you’ve done your
homework and found a cloud service that will do the
job for like five bucks a week. You can be seen as the
person who saves time and money.”

“If you’re just moving your database instance from an on-premises
server to the cloud, you’re not taking full advantage of what the cloud
can offer. It’s the difference between ‘database as a service’ and
‘database instance as a service.’”
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“The Oracle Database documentation states that table clusters are not
appropriate if the tables are frequently updated or frequently require a full
table scan. Interleaved tables [in Cloud Spanner], on the other hand, are
great for table scans and frequently updated tables.”
2. Teach Developers What Database Can Do for Them
a. With the growing move to a DevOps style of software
development, [Oracle master product manager Maria]
Colgan sees the roles of the DBA and the application
developer moving closer together.
3. Make Your Company’s Data Work in Emerging Technolo
gies
a. In essence, become a data administrator, not just a data
base administrator.
b. Think about IoT, data lakes, big data, analytics, and
how to get there.
OK, I’m listening. Tell us more about the architecture of Google
Cloud Spanner Database. Just don’t use phrases like “unprecedented scale” and “no-compromises” and “10X faster.”
Cloud Spanner is the Google Cloud Platform offering of
Spanner, which is a Google-built, globally distributed, strongly
consistent database. For decades, developers have relied on tradi
tional databases with a relational data model and SQL semantics
to build applications that meet business needs. Meanwhile,
NoSQL solutions emerged that were great for scale and fast,
efficient data-processing, but they didn’t meet the need for strong
consistency. In 2007, faced with these two sub-optimal choices
that customers still grapple with today, a team of systems research
ers and engineers at Google set out to develop a globally distrib
uted database that could bridge this gap. In 2012, we published the
Spanner research paper that described many of these innovations.
Remarkably, Spanner achieves this combination of features
without violating the CAP Theorem. Over the years, we’ve battletested Spanner internally with hundreds of different applications
and petabytes of data across data centers around the world. At
Google, Spanner supports tens of millions of queries per second
and runs some of our most critical services.
So how does it work?
The hard problem that Cloud Spanner solves is how to reduce
ambiguity around when a transaction starts and completes. All
distributed databases have this ambiguity, which is exacerbated
by the physical distance separating the compute nodes in a cluster
and the unreliability of different clocks across nodes. In a singleinstance system, this problem doesn’t exist. You can just look at
the clock on the wall and determine when something happened.
To solve this, Spanner relies on advanced atomic clocks and
GPS satellites to make sure that when each compute node re
cords the time, these timestamps can be compared to one an
other. This comparison can happen externally to the system.
That’s why we call the consistency guarantees that Cloud Spanner
provides “externally consistent.”
Because the nodes can have a high level of confidence in their
ability to timestamp changes to the database and transactions, the
database can scale out across regions and continents. Being able to
tell time isn’t enough if you can’t communicate expediently across
physical geography, though. This is where Google’s network
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comes into play to route messages between nodes efficiently and
quickly. Cloud Spanner truly is a fusion of hardware and software.
Cloud Spanner abstracts away much of the operational over
head of running a globally scalable database. You can get access
to an instance in four clicks and scale that instance up or down
just by saying how many nodes (a compute abstraction) you
need. Storage scales as needed on demand. The system does a ton
of optimizations on the back end to split data into partitions and
make sure that the workload is distributed evenly.
A Cloud Spanner database can contain one or more tables.
These tables look like any other relational database table, in that
they are structured with rows, columns, and values, and they
contain primary keys. Data in Cloud Spanner is strongly typed:
you must define a schema for each database and that schema
must specify the data types of each column of each table. You can
define multiple tables in a database, and you can optionally de
fine parent-child relationships between tables if you want Cloud
Spanner to physically co-locate their rows for efficient retrieval.
These are called “interleaved tables.”

“Oracle wasn’t the database you know
today after just one year of existence.
Cloud Spanner has only been
commercially available to customers
for a bit over a year. We are working
hard to make sure all the features
everyone knows and loves and expects
are added as fast as possible.”
Wait a minute. Wait a minute. Aren’t interleaved tables exactly
the same as Oracle clusters? Oracle has had them from the beginning of time.
Interleaved tables in Google Cloud Spanner Database are
conceptually similar to table clusters in Oracle Database, but the
Oracle Database documentation states that table clusters are not
appropriate if the tables are frequently updated or frequently re
quire a full table scan. Interleaved tables, on the other hand, are
great for table scans and frequently updated tables.
Wait another doggone minute. Oracle has you beat on features.
You don’t even have the INSERT statement.
Oracle wasn’t the database you know today after just one year
of existence. Cloud Spanner has only been commercially avail
able to customers for a bit over a year. We are working hard to
make sure all the features everyone knows and loves and expects
are added as fast as possible. Top of that list are DML, more ro
bust monitoring, a better backup and restore solution, and finergrained identity and access management.
(continued on page 26)
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E XC E R PT

Database Reliability Engineering
Designing and Operating Resilient Database Systems
by Laine Campbell and Charity Majors
This is an extract from the book Database Reliability Engineering:
Designing and Operating Resilient Database Systems by Laine
Campbell and Charity Majors, O’Reilly Media, Copyright © 2018,
ISBN 978-1491925942, All rights reserved. Used with permission.
Foreword
Collectively, we are witnessing a time of unprecedented
change and disruption in the database industry. Technology
adoption life cycles have accelerated to the point where all of our
heads are spinning—with both challenge and opportunity.
Architectures are evolving so quickly that the tasks we be
came accustomed to performing are no longer required, and the
related skills we invested in so heavily are barely relevant.
Emerging innovations and pressures in security, Infrastructure
as Code, and cloud capabilities (such as Infrastructure and Data
base as a Service), have allowed us—and required us, actually—
to rethink how we build.
By necessity, we have moved away from our traditional, ad
ministrative workloads to a process emphasizing architecture,
automation, software engineering, continuous integration and
delivery, and systems instrumentation skills, above all. Mean
while, the value and importance of the data we’ve been protect
ing and caring for all along has increased by an order of
magnitude or more, and we see no chance of a future in which it
doesn’t continue to increase in value. We find ourselves in the
fortunate position of being able to make a meaningful, important
difference in the world.
Without a doubt, many of us who once considered ourselves
outstanding database administrators are at risk of being over
whelmed or even left behind. Simultaneously, newcomers into
our field are thirsty for an organizing paradigm. The answer to
both circumstances is the same: a commitment to the delight of
learning, to self-improvement, to the optimism, enthusiasm, and
confidence it takes to take on a task and see it through to conclu
sion, despite the inevitable travails and pitfalls. This book is a
remarkable achievement. It is an introduction to a new way of
thinking about database infrastructure engineering and opera
tions, a guidebook, and a playbook taking all of what we used to
do and reimagining it into a new way forward: Database Relia
bility Engineering.
— Paul Vallée, President and CEO, Pythian
Preface
In this book, we hope to show you a framework for the next
iteration of the database professional: the database reliability engineer, or DBRE. Consider any preconceived notions of what the
profession of database administration looks like. Any software or
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systems engineer who has interacted with these mysterious crea
tures probably has a lot of these preconceived notions.
Traditionally, database administrators (DBAs) understood
database (DB) internals thoroughly; they ate, lived, and breathed
the optimizer, the query engine, and the tuning and crafting of
highly performant, specialized systems. When they needed to
pick up other skill sets to make their databases run better, they
did. They learned how to distribute load across computer pro
cessing units (CPUs) or disk spindles, how to configure their DB
to use CPU affinity, and how to evaluate storage subsystems.
When the DBA ran into visibility problems, they learned how
to build graphs for the things they identified as key metrics.
When they ran into architectural limitations, they learned about
caching tiers. When they ran into the limits of individual nodes,
they learned (and helped drive the development of) new design
patterns like sharding. Throughout this, they were mastering
new operational techniques, such as cache invalidation, data re
balancing, and rolling DB changes.
But for a long time, DBAs were in the business of crafting silos
and snowflakes. Their tools were different, their hardware was
different, and their languages were different. DBAs were writing
SQL, systems engineers were writing perl, software engineers
were writing C++, web developers were writing PHP, and net
work engineers were crafting their own perfect appliances. Only
half of the teams were using version control in any kind of way,
and they certainly didn’t talk or step on each other’s turf. How
could they? It was like entering a foreign land.
The days in which this model can prove itself to be effective
and sustainable are numbered. This book is a view of reliability
engineering as seen through a pair of database engineering
glasses. We do not plan on covering everything possible in this
book. Instead, we are describing what we do see as important,
through the lens of your experience. This framework can then be
applied to multiple datastores, architectures, and organizations.
Why We Wrote This Book
This book has been an evolving dream of ours for about five
years. Laine came to the DBA role without any formal technical
training. She was neither a software engineer nor a sysadmin;
rather, she chose to develop a technical career after leaving music
and theater. With this kind of background, the ideas of structure,
harmony, counterpoint, and orchestration found in databases
called to her.
Since that time, she’s hired, taught, mentored, and worked
with probably a hundred different DBAs. Us database folks are a
varied bunch. Some came from software backgrounds, others
from systems. Some even came from data analyst and business

May 2018

backgrounds. The thing that consistently shone through from
the best, however, was a passion and a sense of ownership for the
safety and availability of the company’s data. We fulfilled our
roles of stewards of data with a fierceness that bordered on un
healthy. But we also functioned as a lynchpin between the soft
ware engineers and the systems engineers. Some might say we
were the original DevOps, with a foot in each world.
Charity’s background is firmly in operations and startup cul
ture. She has a gloriously sloppy history of bootstrapping infra
structures fast, making quick decisions that can make or break a
startup, taking risks, and making difficult choices based on se
verely limited resources. Mostly successfully, give or take. She is
an accidental DBA who loves data. She has always worked on ops
teams for which there were no specialized DBAs, so the software
engineering and operations engineering teams ended up sharing
that work.
Doing this for so long and with varied pasts, we’ve recognized
and embraced the trends of the past decade. The life of the DBA
has often been one of toil and invisibility. Now we have the tools
and the collective buy-in to transform the role to that of firstclass citizen and to focus on the highest areas of value that the
DBA can bring.
With this book, we wanted to help the next generation of en
gineers have truly happy, productive careers and to continue the
impact previous generations had.
Who This Book Is For
This book is written for anyone with an interest in the design,
building, and operations of reliable data stores. Perhaps you are a
software engineer, looking to broaden your knowledge of data
bases. You might also be a systems engineer looking to do the
same. If you’re a database professional looking to develop your
skill set, you will also find value here. If you are newer to the in
dustry, this should also be able to give you a solid understanding.
This book, after all, is a framework.
We assume that you already have a baseline of technical pro
ficiency in Linux/Unix systems administration as well as web
and/or cloud architectures. We also assume that you are an engi
neer on one of two paths. On one path, you have existing depth
in another discipline, such as systems administration or software
engineering, and are interested in developing your technical
breadth to include the database engineering discipline. On the
other path, you are early- to mid-career and looking to build
your technical depth as a specialist in database engineering.
If you are management, or even project management, you can
use this book to understand the needs of the datastores that will
be underpinning your services. We believe firmly that manage
ment needs to understand operational and database principles to
increase the likelihood of success of their teams and their proj
ects.
You might also be someone without a traditional technical
background. Perhaps you are an “accidental DBA” who was a
business analyst and learned to run databases by jumping into
the deep end of the pool. There are many database professionals
who have come to the database world via Excel rather than a
development or systems job.
How This Book Is Organized
As we go into this book, we present the information in two
sections. The first section is operations core curriculum. This is
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a foundation of operations that anyone—database engineer, soft
ware engineer, even product owner—should know. After this, we
dig into data: modeling, storing, replicating, accessing, and much
more. This is also where we discuss architectural choices and
data pipelines. It should be thrilling!
There is a reason there is an ops-heavy approach to this nar
rative: you can’t be a good “DBRE” without being a good “RE.”
Which you can’t be without being a plain old good “E.” The
modern DBRE specializes in understanding data-specific do
main problems on top of the fundamentals of systems engineer
ing.
But the point of this is that any engineer can run data services.
We now speak the same languages. We use the same repos and
the same code review processes. Caring for databases is an exten
sion of operations engineering—a creamy frosting of special
knowledge and awareness atop the cupcake of running systems
at scale—just as being an exceptional network engineer also
means knowing how to be an engineer first, and then knowing
extra things about how to handle traffic, what to be scared of,
what the current best practices are, how to evaluate network to
pology, and so on. Here is a breakdown of what you can expect
in each chapter:
Chapter 1 is an introduction to the concept of database reli
ability engineering. We start with guiding principals, move on to
the operations centric core, and finally give a framework for
building a vision for DBRE based on Maslow’s hierarchy of
needs.
In Chapter 2, we start with service level requirements. This is
as important as feature requirements for a product. In this chap
ter we discuss what service level requirements are and how to
define them, which is not as easy as it sounds. We then discuss
how to measure and work with these requirements over time.
In Chapter 3, we discuss risk assessment and management.
After a foundational discussion on risk, we discuss a practical
process for incorporating risk assessment into systems and data
base engineering. Pitfalls and complexities are also brought to
attention.
In Chapter 4, we discuss operational visibility. This is where
we discuss metrics and events, and how build a plan for what to
start measuring, and what to iterate on over time. We dig into the
components of monitoring systems, the clients that use them.
We then dive into infrastructure engineering and infrastruc
ture management in Chapters 5 and 6. This is the section where
we discuss the principles of building hosts for datastores. We will
dive into virtualization and containerization, configuration man
agement, automation and orchestration in an attempt to help you
understand all the moving parts required to build these systems
that store and access data.
Chapter 7 is backup and recovery. This is, perhaps, the most
critical things for the DBE to master. Losing data is simply game
over. Starting from service level requirements, we evaluate ap
propriate backup and restore methods, how to scale and how to
test this critical and oft overlooked aspect of operations.
Chapter 8 is a discussion on release management. How do we
test, build and deploy changes to data stores? What about chang
es to data access code and SQL? Deployment, integration and
delivery are the meat of this section.
Chapter 9 is on security. Data security is critical to a compa
ny’s survival. Strategies on how to do plan for and manage secu
rity in ever evolving data infrastructures are in this chapter.

7

Chapter 10 is on data storage, indexing, and replication. We
will discuss how relational data is stored, and then compare this
to sorted strings and log structured merge trees. After reviewing
indexing variants, we will explore data replication topologies.
Chapter 11 is our datastore field guide. Here we will discuss a
myriad of various properties to look for in datastores you will be
evaluating or operating. This includes conceptual attributes of
great importance to application developers and architects, as well
as the internal attributes focused on the physical implementation
of the datastores.
In Chapter 12, we look at some of the more common architec
tural patterns used for distributed databases and the pipelines
they are involved with. We start with a look at the architectural
components that typically reside in a database ecosystem, along
with their benefits, complexities and general usage. We then ex
plore architectures and pipelines, or at least few examples.
Finally, in Chapter 13 we discuss how to build a culture of data
base reliability engineering in your organization. We explore the
different ways in which you can transform the role of DBRE from
one of administrator to that of engineer in today’s organizations.
Introducing Database Reliability Engineering
Our goal with this book is to provide the guidance and frame
work for you, the reader, to grow on the path to being a truly
excellent database reliability engineer (DBRE). When naming
the book we chose to use the words reliability engineer, rather
than administrator.
Ben Treynor, VP of Engineering at Google, says the following
about reliability engineering:
fundamentally doing work that has historically been done by
an operations team, but using engineers with software exper
tise, and banking on the fact that these engineers are inher
ently both predisposed to, and have the ability to, substitute
automation for human labor.

Today’s database professionals must be engineers, not admin
istrators. We build things. We create things. As engineers prac
ticing devops, we are all in this together, and nothing is someone
else’s problem. As engineers, we apply repeatable processes, es
tablished knowledge, and expert judgment to design, build, and
operate production data stores and the data structures within.
As database reliability engineers, we must take the operational
principles and the depth of database expertise that we possess
one step further.
If you look at the non-storage components of today’s infra
structures, you will see systems that are easily built, run, and
destroyed via programmatic and often automatic means. The
lifetimes of these components can be measured in days, and
sometimes even hours or minutes. When one goes away, there is
any number of others to step in and keep the quality of service at
expected levels.
Our next goal is that you gain a framework of principles and
practices for the design, building, and operating of data stores
within the paradigms of reliability engineering and devops cul
tures. You can take this knowledge and apply it to any database
technology or environment that you are asked to work in at any
stage in your organization’s growth.
Guiding Principles of the DBRE
As we sat down to write this book, one of the first questions
we asked ourselves was what the principles underlying this new
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iteration of the database profession were. If we were redefining
the way people approached data store design and management,
we needed to define the foundations for the behaviors we were
espousing.
Protect the Data
Traditionally, protecting data always has been a foundational
principle of the database professional and still is. The generally
accepted approach has been attempted via:
➤

A strict separation of duties between the software and the
database engineer

➤

Rigorous backup and recovery processes, regularly tested

➤

Well-regulated security procedures, regularly audited

➤

➤

➤

Expensive database software with strong durability guar
antees
Underlying expensive storage with redundancy of all com
ponents
Extensive controls on changes and administrative tasks

In teams with collaborative cultures, the strict separation of
duties can become not only burdensome, but also restrictive of
innovation and velocity. In Chapter 8, we will discuss ways to
create safety nets and reduce the need for separation of duties.
Additionally, these environments focus more on testing, automa
tion, and impact mitigation than extensive change controls.
More often than ever, architects and engineers are choosing
open source datastores that cannot guarantee durability the way
that something like Oracle might have in the past. Sometimes,
that relaxed durability gives needed performance benefits to a
team looking to scale quickly. Choosing the right datastore, and
understanding the impacts of those choices, is something we
look at Chapter 11. Recognizing that there are multiple tools
based on the data you are managing and choosing effectively is
rapidly becoming the norm.
Underlying storage has also undergone a significant change as
well. In a world where systems are often virtualized, network and
ephemeral storage is finding a place in database design. We will
discuss this further in Chapter 5.
Production Datastores on Ephemeral Storage
In 2013, Pinterest moved their MySQL database instanc
es to run on ephemeral storage in Amazon Web Services
(AWS). Ephemeral storage effectively means that if the com
pute instance fails or is shut down, anything stored on disk
is lost. Pinterest chose the ephemeral storage option because
of consistent throughput and low latency.
Doing this required substantial investment in automated
and rock-solid backup and recovery, as well as application
engineering to tolerate the disappearance of a cluster while
rebuilding nodes. Ephemeral storage did not allow snap
shots, which meant that the restore approach was full data
base copies over the network rather than attaching a
snapshot in preparation for rolling forward of the transac
tion logs.
This shows that you can maintain data safety in ephem
eral environments with the right processes and the right
tools!
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The new approach to data protection might look more
like this:
➤

➤

➤

➤

➤

➤

➤

Responsibility of the data shared by cross-functional
teams.
Standardized and automated backup and recovery pro
cesses blessed by DBRE.
Standardized security policies and procedures blessed
by DBRE and Security teams.
All policies enforced via automated provisioning and
deployment.
Data requirements dictate the datastore, with evalua
tion of durability needs becoming part of the decision
making process.
Reliance on automated processes, redundancy, and
well-practiced procedures rather than expensive, com
plicated hardware.
Changes incorporated into deployment and infrastruc
ture automation, with focus on testing, fallback, and
impact mitigation.

Self-Service for Scale
A talented DBRE is a rarer commodity than a site reliability
engineer (SRE) by far. Most companies cannot afford and retain
more than one or two. So, we must create the most value possible,
which comes from creating self-service platforms for teams to
use. By setting standards and providing tools, teams are able to
deploy new services and make appropriate changes at the re
quired pace without serializing on an overworked database engi
neer. Examples of these kinds of self-service methods include:
➤

➤

➤

➤

➤

Ensure the appropriate metrics are being collected from
data stores by providing the correct plug-ins.
Building backup and recovery utilities that can be de
ployed for new data stores.
Defining reference architectures and configurations for
data stores that are approved for operations, and can be
deployed by teams.
Working with Security to define standards for data store
deployments.
Building safe deployment methods and test scripts for
database changesets to be applied.

In other words, the effective DBRE functions by empowering
others and guiding them, not functioning as a gatekeeper.
Elimination of Toil
The Google SRE teams often use the phrase “Elimination of
Toil,” which is discussed in Chapter 5 of the Google SRE book. In
the book, “toil” is defined as:
Toil is the kind of work tied to running a production service
that tends to be manual, repetitive, automatable, tactical, de
void of enduring value, and that scales linearly as a service
grows.
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Effective use of automation and standardization is necessary
to ensure that DBREs are not overburdened by toil. Throughout
this book, we will be bringing up examples of DBRE-specific toil
and the approaches to mitigation of this. That being said, the
word “toil” is still vague, with lots of preconceptions that vary
from person to person. When we discuss toil in this book, we are
specifically talking about manual work that is repetitive, noncreative, and non-challenging.
Manual Database Changes
In many customer environments, database engineers are
asked to review and apply DB changes, which can include
modifications to tables or indexes, the addition, modifica
tion, or removal of data, or any other number of tasks.
Everyone feels reassured that the DBA is applying these
changes and monitoring the impact of the changes in real
time.
At one customer site, the rate of change was quite high,
and those changes were often impactful. We ended up
spending about 20 hours a week applying rolling changes
throughout the environment. Needless to say, the poor DBA
who ended up spending half of their week running these
repetitive tasks became jaded and ended up quitting.
Faced with a lack of resources, management finally al
lowed the DB team to build a rolling schema change auto
mation utility that software engineers could use once the
changeset had been reviewed and approved by one of the
database engineers. Soon, everyone trusted the tool and
monitoring to introduce change, paving the way for the
DBRE team to focus more time on integrating these pro
cesses with the deployment stack.
Databases Are Not Special Snowflakes
Our systems are no more or less important than any other
components serving the needs of the business. We must strive for
standardization, automation, and resilience. Critical to this is the
idea that the components of database clusters are not sacred. We
should be able to lose any component and efficiently replace it
without worry. Fragile data stores in glass rooms are a thing of
the past.
The metaphor of pets versus cattle is often used to show the
difference between a special snowflake and a commodity service
component. Original attribution goes to Bill Baker, Microsoft
Distinguished Engineer. A pet server, is one that you feed, care
for, and nurture back to health when it is sick. It also has a name.
At Travelocity in 2000, our servers were Simpsons characters,
and our two SGI servers running Oracle were named Patty and
Selma. I spent so many hours with those gals on late nights. They
were high maintenance!
Cattle servers have numbers, not names. You don’t spend time
customizing servers, much less logging on to individual hosts.
When they show signs of sickness, you cull them from the herd.
You should, of course, keep those culled cattle around for foren
sics, if you are seeing unusual amounts of sickness. But, we’ll re
frain from mangling this metaphor any further.
Data stores are some of the last hold outs of “pethood.” After
all, they hold “The Data,” and simply cannot be treated as re
placeable cattle with short lifespans and complete standardiza
tions. What about the special replication rules for our reporting
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replica? What about the different config for the primary’s re
dundant standby?
Eliminate the Barriers Between Software and Operations
Your infrastructure, configurations, data models, and scripts
are all part of software. Study and participate in the software
development lifecycle as any engineer would. Code, test, inte
grate, build, test, and deploy. Did we mention test?
This might be the hardest paradigm shift for someone coming
from an operations and scripting background. There can be an
organizational impedance mismatch in the way software engi
neers navigate an organization and the systems and services built
to meet that organization’s needs. Software engineering organi
zations have very defined approaches to developing, testing, and
deploying features and applications.
In a traditional environment, the underlying process of de
signing, building, testing, and pushing infrastructure and related
services to production was separate among software engineering
(SWE), system engineering (SE), and DBA. The paradigm shifts
discussed previously are pushing for removal of this impedance
mismatch, which means DBREs and Systems Engineers find
themselves needing to use similar methodologies to do their
jobs.
Software Engineers Must Learn Operations!
Too often, operations folks are told to learn to “code or to
go home.” While I do agree with this, the reverse must be
true as well. Software engineers who are not being pushed
and led to learn operations and infrastructure principles and
practices will create fragile, non-performant, and potentially
insecure code. The impedance mismatch only goes away if
all teams are brought to the same table!
DBREs might also find themselves embedded directly in
a software engineering team, working in the same code base,
examining how code is interacting with the data stores, and
modifying code for performance, functionality, and reliabil
ity. The removal of this organizational impedance creates an
improvement in reliability, performance, and velocity an
order of magnitude greater than traditional models, and
DBREs must adapt to these new processes, cultures, and
tooling.
Operations Core Overview
One of the core competencies of the DBRE is operations.
These are the building blocks for designing, testing, building,
and operating any system with scale and reliability requirements
that are not trivial. This means that if you want to be a database
engineer, you need to know these things.
Operations at a macro level is not a role. Operations is the
combined sum of all of the skills, knowledge, and values that
your company has built up around the practice of shipping and
maintaining quality systems and software. It’s your implicit val
ues as well as your explicit values, habits, tribal knowledge, and
reward systems. Everybody, from tech support to product people
to the CEO participates in your operational outcomes.
Too often, this is not done well. So many companies have an
abysmal ops culture that burns out whoever gets close to it. This
can give the discipline a bad reputation, which many folks think
of when they think of operations jobs, whether in systems, data
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base, or network. Despite this, your ops culture is an emergent
property of how your org executes on its technical mission. So if
you go and tell us that your company doesn’t do any ops, we just
won’t buy it.
Perhaps you are a software engineer or a proponent of infra
structure and platforms as a service. Perhaps you are dubious
that operations is a necessity for the intrepid database engineer.
The idea that serverless computing models will liberate software
engineers from needing to think or care about operational im
pact is flat out wrong. It is actually the exact opposite. It’s a brave
new world where you have no embedded operations teams—
where the people doing operations engineering for you are
Google SREs and AWS systems engineers and PagerDuty and
DataDog and so on. This is a world where application engineers
need to be much better at operations, architecture, and perfor
mance than they currently are.
Hierarchy of Needs
Some of you will be coming at this book with experience in
enterprises and some in startups. As we approach and consider
systems, it is worth thinking about what you would do on day
one of taking on the responsibility of operating a database sys
tem. Do you have backups? Do they work? Are you sure? Is there a
replica you can fail over to? Do you know how to do that? Is it on
the same power strip, router, hardware, or availability zone as the
primary? Will you know if the backups start failing somehow?
How?
In other words, we need to talk about a hierarchy of database
needs.
For humans, Maslow’s hierarchy of needs is a pyramid of de
sire that must be satisfied for us to flourish: physiological sur
vival, safety, love and belonging, esteem, and selfactualization. At
the base of the pyramid are the most fundamental needs, like
survival. Each level roughly proceeds to the next—survival be
fore safety, safety before love and belonging, and so forth. Once
the first four levels are satisfied, we reach selfactualization, which
is where we can safely explore and play and create and reach the
fullest expression of our unique potential. So that’s what it means
for humans. Let’s apply this as a metaphor for what databases
need.
Survival and Safety
Your database’s most essential needs are backups, replication,
and failover. Do you have a database? Is it alive? Can you ping it?
Is your application responding? Does it get backed up? Will restores
work? How will you know if this stops being true?
Is your data safe? Are there multiple live copies of your data? Do
you know how to do a failover? Are your copies distributed across
multiple physical availability zones or multiple power strips and
racks? Are your backups consistent? Can you restore to a point in
time? Will you know if your data gets corrupted? How? Plan on
exploring this much more in the backup and recovery section.
This is also the time when you start preparing for scale.
Scaling prematurely is a fool’s errand, but you should consider
sharding, growth, and scale now as you determine ids for key
data objects, storage systems, and architecture.
Scaling Patterns
We will discuss scale quite frequently. Scalability is the
capability of a system or service to handle increasing
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amounts of work. This might be actual ability, because ev
erything has been deployed to support the growth, or it
might be potential ability, in that the building blocks are in
place to handle the addition of components and resources
required to scale. There is a general consensus that scale has
four pathways that will be approached.
➤
➤

➤

➤

Scale vertically, via resource allocation. aka scale up
Scale horizontally, by duplication of the system or ser
vice. aka scale out
Separate workloads to smaller sets of functionality, to
allow for each to scale independently, also known as
functional partitioning
Split specific workloads into partitions that are identi
cal, other than the specific set of data that is being
worked on also known as sharding

The specific aspects of these patterns will be reviewed in
Chapter 5.
Love and Belonging
Love and belonging is about making your data a first-class
citizen of your software engineering processes. It’s about break
ing down silos between your databases and the rest of your sys
tems. This is both technical and cultural, which is why you could
also just call this the “devops needs.” At a high level, it means that
managing your databases should look and feel (as much as pos
sible) like managing the rest of your systems. It also means that
you culturally encourage fluidity and cross-functionality. The
love and belonging phase is where you slowly stop logging in and
performing cowboy commands as root.
It is here where you begin to use the same code review and
deployment practices. Database infrastructure and provisioning
should be part of the same process as all other architectural com
ponents. Working with data should feel consistent to all other
parts of the application, which should encourage anyone to feel
they can engage with and support the database environment.
Resist the urge to instill fear in your developers. It’s quite easy
to do and quite tempting because it feels better to feel like you
have control. It’s not—and you don’t. It’s much better for every
one if you invest that energy into building guard rails so that it’s
harder for anyone to accidentally destroy things. Educate and
empower everyone to own their own changes. Don’t even talk
about preventing failure, as such is impossible. In other words,
create resilient systems and encourage everyone to work with the
datastore as much as possible.
Guardrails at Etsy
Etsy introduced a tool called Schemanator to apply data
base changes, otherwise known as change-sets, safely to
their production environments. Multiple guardrails were put
in place to empower software engineers to apply these
changes. These guardrails included:
➤

➤

Change-set heuristic reviews to validate standards had
been followed in schema definitions.
Change-set testing to validate the scripts run success
fully.
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➤

➤

➤

➤

Preflight checks to show the engineer the current clus
ter status.
Rolling changes to run impactful changes on “out of
service” databases.
Breaking workflows into subtasks to allow for cancel
ling out when problems occur that cannot be predicted.
You can read more about this at Etsy’s blog.

Esteem
Esteem is the highest of the needs in the pyramid. For hu
mans, this means respect and mastery. For databases, this means
things like observability, debuggability, introspection, and in
strumentation. It’s about being able to understand your storage
systems themselves, but also being able to correlate events across
the stack. Again, there are two aspects to this stage: one of them
is about how your production services evolve through this phase,
and the other is about your humans.
Your services should tell you if they’re up or down or experi
encing error rates. You should never have to look at a graph to
find this out. As your services mature, the pace of change slows
down a bit as your trajectory becomes more predictable. You’re
running in production so you’re learning more every day about
your storage system’s weaknesses, behaviors, and failure condi
tions. This can be compared to teenager years for data infrastruc
ture. What you need more than anything is visibility into what is
going on. The more complex your product is, the more moving
pieces there are and the more engineering cycles you need to al
locate into developing the tools you need to figure out what’s
happening.
You also need knobs. You need the ability to selectively de
grade quality of service instead of going completely down, e.g.:
➤

Flags where you can set the site into read-only mode

➤

Disabling certain features

➤

Queueing writes to be applied later

➤

The ability to blacklist bad actors or certain endpoints

Your humans have similar but not completely overlapping
needs. A common pattern here is that teams will overreact once
they get into production. They don’t have enough visibility, so
they compensate by monitoring everything and paging them
selves too often. It is easy to go from zero graphs to literally
hundreds of thousands of graphs—99% of which are completely
meaningless. This is not better. It can actually be worse. If it gen
erates so much noise that your humans can’t find the signal and
are reduced to tailing log files and guessing again, it’s as bad or
worse than not having the graphs.
This is where you can start to burn out your humans by inter
rupting them, waking them up, and training them not to care or
act on alerts they do receive. In the early stages, if you’re expect
ing everyone to be on call, you need to document things. When
you’re bootstrapping, you have shared on call, and you’re push
ing people outside of their comfort zones, give them a little help.
Write minimally effective documentation and procedures.
Self-actualization
Just like every person’s best possible self is unique, every orga
nization’s self-actualized storage layer is unique. The platonic
(continued on page 26)
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Summary
Having read a high-level review of JavaScript previously, I
decided to start at the other end of the spectrum this time. The
previous book made me aware of the Document Object Model;
now I wanted to learn about the basic parts of JavaScript.
Introduction
The author states that learning a language is hard, and that
this book is designed as a starting point. We are told that
JavaScript is dull and boring but that learning about it doesn’t
have to be. Finally, the author tells us that by the end of this book
we should be prepared to face JavaScript-related challenges. We
will revisit this statement later.
Chapter 1: Hello, World!
This section explains that HTML displays things and CSS
makes them look good, but you need something more. Without
this something more, web pages may be pretty but they are also
static. But the web isn’t static: we expect to interact with it, and
this is where JavaScript fits in.
JavaScript is a peer of HTML and CSS, and it adds interactiv
ity to web pages. It supports, among many things, interactions
with a mouse, modifying the HTML and CSS of a web page after
it has been loaded, and moving things around on the screen—as
well as moving data between a server and the web browser.
JavaScript is not related to Java, and this is presented as the
only thing we need to know about the history of JavaScript.
Next, the “Hello, World” example required of all software
texts. JavaScript is described as much less complicated than it
pretends to be. With that in mind, you don’t need anything more
than Notepad on Windows to create your JavaScript code as you
work through this book. All you need is to create and edit a
document (a text file) and preview that document in a browser.
The basic structure of an HTML document is explained and then
used as the basis for the first JavaScript script, where script tags
and the JavaScript statements needed to display Hello, world! in
a dialog box are added. What a dialog box is and where it comes
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from is not explained at this point.
I found one thing confusing in this section: While you only
need a text editor to create a JavaScript file, when setting up the
Hello, World example, we are told that we need to create an
HTML document. Since this is the Absolute Beginner’s Guide,
an absolute beginner might wonder how we went from a text
editor, which creates text files, to the need for an HTML docu
ment. The previous book I read made it explicit that you use the
text editor to create a text file that contains HTML statements
and this is the HTML document.
Next, we have explanations for the funky JavaScript jargon we
saw in the simple example, and we have the initial review of a
function. The alert function was used in the example, and we are
told that this function lives deep inside the browser.
Chapter 2: Values and Variables
Whenever you make use of data in JavaScript, it has a value;
variables are how we identify and reuse these data in an applica
tion. A variable is a name for a value. Variables are identified by
the keyword var and can be initialized at the same time they are
declared. While variables can be named anything you like, they
can’t start with a number (no reason is offered). Also, you can’t
use spaces.
It was a pleasant coincidence that at this point, the author
recommends reading more about variable naming conventions
and specifies a link to Douglas Crockford’s website. This is the
author of the previous JavaScript book I read, JavaScript: The
Good Parts.
JavaScript is described as very forgiving; an example is
that you can declare a variable without using the var keyword,
which creates a global variable, but this is not recommended.
Chapter 3: Functions
We often need to do things to variables, and functions allow
us to define these interactions and repeat them without repeating
the code. The example given is that distance is the product of
speed and time. We can code this computation, but we
would have to repeat the code each time we wanted to com
pute a new distance. By creating a function that has the needed
code we can call the function whenever we need to compute
distance, and this only takes a single statement.
There are sections discussing the definition of a function as
well as how to work with functions that take arguments and
return data. We use the keyword function when we define a
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function, and several examples are reviewed. Once defined, the
function can then be called in our application. The distance
computation is turned into a function that takes speed and time
as arguments and returns distance.
Chapter 4: Conditional Statements: If, Else, and Switch
These are the JavaScript statements that we use to make deci
sions in our applications where the outcome is simply true or
false. There are sections describing the If/Else statement and the
Switch statement, and how to decide when to use each of these.
Chapter 5: Meet the Loops: For, While, and Do...While!
When we need to repeat some code in our application we use
loops. A separate section covers the For loop, the While loop, and
the Do . . . While loop. The For loop is the most common. After
initializing a variable, usually i, the code in the loop is executed;
i is incremented and, if the condition is still true, the loop re
peats. Examples are shown where you need to break out of the
loop early using the break statement. Another example shows
that we can decrement after each loop until a condition is false.
It turns out that there is some evidence that decrementing is
faster than incrementing, but this isn’t discussed further. While
this may be academically interesting, I can’t believe it would
show up in the performance of a real-world web application.
The relationship between loops and arrays is described as one
of the greatest love stories of all time. This is a bit much, but they
certainly do a lot of good work together. The author tells us that
the While and Do . . . While loops aren’t needed very often.
Chapter 6: Timers
JavaScript runs synchronously by default. I’m not sure what
that means, but the description given is that a statement executes
when it needs to execute. To support changing this default be
havior we have three kinds of timers: setTimeout, setInterval,
and requestAnimationFrame. SetTimeout simply delays some
code for a period of time. SetInterval is used to repeat some code
at a set interval, which could be used for animation. The reques
tAnimationFrame works to synchronize code with the browser
when it reprints the screen. Examples of using each of these are
shown.
Chapter 7: Variable Scope
Here we learn that once a variable is declared, it isn’t necessar
ily available everywhere in the application. Global variables are
available everywhere. These are variables declared outside a
function. A global variable is a direct child of the browser’s win
dow object, which is hinting at the Document Object Model to
be discussed later. We are again warned that global variables can
cause a lot of trouble.
Local scope is when a variable is declared inside a function
and is only accessible from inside that same function.
Just to confuse things, a variable that is declared without the
var keyword is still global, even if it is declared inside a function.
You can see how global variables could cause trouble later if you
aren’t careful.
Unlike other programming languages, JavaScript does not
support block scoping. A block of code is anything inside the
open and close brackets. You might expect that a variable de
clared inside a block will not be available outside the block, but
that is not the case for JavaScript. Just to add to the confusion, the
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let keyword is introduced in the latest version of JavaScript to
support block scoping. And, believe it or not, it gets more confus
ing when variable hosting is explained. You have to read the ex
ample to see what is happening. You just have to be careful how
and where you declare and use variables.
Chapter 8: Closures
Having seen that variables have scope and functions can have
local variables, now we have something where both of these is
sues can overlap. This discussion begins with an example of a
function within a function. The outer function returns but does
not execute the inner function. Things get complicated because,
in most situations, there will be variables and data that are shared
between the inner and outer functions. At runtime JavaScript
keeps track of all the variables. If it detects an inner function that
relies on a variable from the outer function, it makes that variable
available. At first glance, you would expect that scoping would
keep this from happening.
Chapter 9: Where Should Your Code Live?
The simple examples discussed so far have been JavaScript
code that was all in the HTML document. This code, along with
the HTML and CSS, was in a single text file. You can also put
some or all of the JavaScript into a separate file and reference this
file using the script tag’s src attribute. This separate file can only
contain JavaScript. Each of these approaches is discussed as well
as how to choose when each should be used. If you need to use
the same code in multiple documents (web pages), using a single
external file is good.
Chapter 10: Commenting Your Code
As always, we are encouraged to comment our code. This
helps us remember what we thought we were doing when we
have to make changes to our code in the future. It also helps oth
ers who take up our code and must figure out what we thought
we were doing. There are single-line and multi-line comments,
and both are described with examples. We are told that most ap
plications use both kinds of comments; note that you have to be
careful with multi-line comments. If you aren’t careful with the
starting /* and the ending */ of the comment, you can end up
with some of your comment as executable code. The section on
commenting best practices tells us to comment code right away,
to use more English words and less code to explain things, and to
use whitespace for clarity.
Chapter 11: Of Pizza, Types, Primitives, and Objects
The author uses pizza to describe simple versus complex
types. Simple pizza ingredients can’t be broken down any fur
ther: mushrooms, for example. On the other hand, pizza sauce
is made up of several ingredients, which makes it complex.
Whether you think this is a good way to explain types or not, the
simple pizza ingredients line up with the basic JavaScript types,
such as String and Number. The more complex ingredients in
JavaScript are objects. To clarify: in JavaScript we have primitive
types (simple) and object types (complex).
An object is a black box that does something, but what goes
on inside is not relevant. An object is an abstraction that hides
complexity. JavaScript has some predefined objects such as Array
and Function. More interesting is that there are object versions
of Number and String.
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Chapter 12: Strings
String literals are discussed. While a string is a primitive type,
you can do stuff to strings using the underlying string object
implementation. This was interesting; I had not thought about
things this way before. The discussion of how this works is post
poned while we cover how to access parts of a string, combine
strings, and find a string within a string.

shown, as well as how to create custom objects. When you need
lots of new objects that all have the same properties, creating a
custom object with those properties that can be referenced by all
the new objects saves a lot of effort. The keyword “this” is used
to specify when we are referring to a property of the current
object. JavaScript doesn’t have classes; it has this prototypical
inheritance model.

Chapter 13: When Primitives Behave Like Objects
While a string is a primitive type, it can become an object
when needed. In JavaScript, when we use the toUpperCase
method to convert a string, we have access to an object-like
method but we are working on a non-object string. New objects
are created using the new keyword—then we can create a new
string that will create a string object. Unlike the primitive string,
the object string brings with it a whole lot of other stuff. The
discussion is good; it explains what is happening and, overall, the
object form of any primitive brings a lot of functionality. The
magic part is that when JavaScript runs across the toUpperCase
method, it automatically converts the primitive string into an
object, but this conversion is temporary. I had no clue that this
was going on. This also applies to other primitives, such as
Booleans, dates, and numbers.

Chapter 17: Extending Built-in Objects
You can add to the functionality of the built-in object, but this
is controversial. This chapter covers how to do this and why
there is controversy. One reason not to do this is that you don’t
know what changes may be made in the future to the built-in
object. Such changes may conflict with the extensions you add.

Chapter 14: Arrays
An array is a numbered list of elements or values. This section
describes how to create an array and access the elements. We also
see how to add and remove elements, find elements, and merge
arrays.
Chapter 15: Numbers
JavaScript has an interesting world view when it comes to
numbers. All numbers are 64-bit floating point numbers. My
minimal programming experience led me to expect multiple
numerical types like int, double, byte, and float. None of these
are present in JavaScript. The various operators are discussed as
well as the many options for incrementing and decrementing
numbers. JavaScript has two special values. If you divide by zero,
the result will be Infinity. If you do a computation that is invalid,
the result will be Nan (Not a Number). I find this hard to believe,
but apparently, serious people sit around discussing how their
code produced Nan. We also have the Math object, which pro
vides various numerical constants like pi and various functions
like round as well as the usual trigonometric functions.
Chapter 16: A Deeper Look at Objects
There is, of course, a lot more to objects. We learn that the
Object type is at the bottom of the food chain. Except for null
and undefined, everything in JavaScript is derived from the
Object type. As was explained earlier, the Object type supports a
bunch of named key and value pairs, the properties of the object.
It turns out that the var keyword seen up to this point is part of
the object literal syntax. When we see var <variable name> = {};
the variable being created is an object. This newly created object
has no properties specified, but it points to the prototype object.
The new object will, for example, have access to the toString
method from the prototype object. If you call the toString meth
od for the new object, JavaScript will traverse the prototype
chain looking for—and finding—the toString method. This is—
no surprise—inheritance. How to specify object properties is
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Chapter 18: Booleans and the Stricter === and !==
Operators
What you feed into a Boolean should be true or false, but you
can pass in things that aren’t true or false. In some situations, you
may be processing data from sources you do not control, and you
won’t be sure if all the data is really true or false. How to use a
Boolean function is discussed, which helps with this problem.
The strict equality and inequality operators require that what
ever ones are being compared are of the same type before they
are evaluated for being equal or not. The less strict operators ==
and != will make assumptions about the arguments if they are
not the same type. This can cause problems. The sample given is
that the string “42” will compare as true to the number 42. This
is known as type coercion in JavaScript.
Chapter 19: Null and Undefined
These terms are similar enough that they are often confused.
Null is very explicit in that it represents no value at all. You use
this to initialize or clear a variable, setting it to nothing. If you
check the type of null it will return type object, but this is a bug
in JavaScript. Good trivia for the job interview! Generally you
don’t set anything to undefined, but you will often need to test to
see if something is currently undefined.
Chapter 20: Immediately Invoked Function Expressions
Functions generally have names, but they don’t have to. If you
don’t give a function a name, you have an anonymous function.
Another function variation is the IFFE (“iffy”) function, which is
the Immediately Invoked Function Expression. These are func
tions with some extra parentheses in the correct locations that
get executed as soon as JavaScript comes across them, instead
of needing to be formally called. They also disappear once
they execute, which makes them useful when you want to
prevent things in your code getting changed by someone else’s
code. I found this to be pretty complicated. It’s not easy to limit
the visibility of variables you create, and that is where IFFE
comes in.
You can use your web browser to inspect JavaScript code,
which means that nothing in your code is truly private. Since
JavaScript lacks privacy, you need to do stuff on the server if you
need to keep something secret.
Chapter 21: JS, The Browser, and the DOM
From the previous book, I knew the Document Object Model
(DOM) was out there, lurking, waiting to confuse me. The DOM
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is referred to as the mysterious data structure as well as a pro
gramming interface. It sounds like it could be pretty much
anything you want it to be. A web page has HTML, CSS, and
JavaScript, and the role of each is described. HTML provides
structure, CSS provides style, and JavaScript provides interactiv
ity. The DOM provides a hierarchical structure that makes sense
of all the elements of the web page. At the top of the DOM is the
window; moving down you have the document, HTML, and
branches for the head and the body. Things fan out from there
via a path to every item, or node, on the page. You can access
information from each of the elements of the web page. For ex
ample, from the window object you can get the current URL. The
document object is where you access all the HTML elements.
Chapter 22: Finding Elements in the DOM
The DOM is a tree-like structure and we need to find ele
ments on this tree. Computer people like to move around such a
structure to find things. To find and access elements in your web
page, you use the querySelector and querySelectorAll functions.
As you would expect, there is a lot of detail about how to use
these functions.
Chapter 23: Modifying DOM Elements
You need to modify elements of a web page to change images,
modify text, and make all the changes you want to a page as a
user interacts with it. Think of all the elements on the page that
get changed as you buy things you don’t need on the internet.
The elements of the DOM are like JavaScript objects in that they
contain properties so you can retrieve and set values and call
methods. They also have a form of inheritance. We are warned,
however, that while similar, DOM elements are not exactly the
same as objects.

Chapter 27: In-Browser Developer Tools
Since JavaScript is used to make web pages interactive, it
makes sense to discuss the tools available to help you create and
maintain your code in the browsers that display the pages. This
chapter reviews the developer tools available in Google Chrome
specifically, but the features are similar in Safari, Firefox, and
Edge (Internet Explorer). These tools are not normally displayed
when you are browsing, but selecting More tools, Developer
tools (Ctrl+Shift+I) will bring up a split screen. The Elements tab
shows the elements in the DOM. You also have access to the
debugger and the console where you can look at messages gener
ated by your code and inspect objects.
Chapter 28: Events
Events are how your code really interacts with you. When you
move the mouse or click on something in the web page, this
generates an event that your code uses to know you did some
thing the code needs to respond to. When you start reading this
chapter, you realize how many events there are. In addition to
moving the mouse and clicking, events are generated every time
you load a new page or download a file. There are hundreds of
events in JavaScript. You don’t have to write code to make all this
happen; in fact, you can’t get away from the DOM even if you
wanted to. How all these events get generated isn’t discussed.
Instead, we learn about how to make use of them, and to do that
we listen for the specific events we need to react to. Your code
then does something when it detects that one of the events has
occurred. A simple example is shown where clicking on the web
page changes the background color. From this example, it is easy
to see how fast your code is going to grow to deal with all the
events.

Chapter 24: Styling Your Content
All of the HTML elements you can access via JavaScript also
have a style element where you can modify properties as well as
class values that affect how style rules are applied. Examples of
how to do this in JavaScript are discussed.
Chapter 25: Traversing the DOM
Moving around the tree-like structure involves a lot more
detail, which is presented here. For each level in the tree, each
element has a parent in the level above and may have children in
the level below. At any given level, the elements in that level have
a specific order with each element having previous and next sib
lings.
Chapter 26: Creating and Removing DOM Elements
You can move around the DOM within the existing web page
and also create new elements and remove those already in place.
JavaScript provides the createElement method to create a new
element, but that doesn’t place this new item in any specific loca
tion in the DOM. You also need to define the new location rela
tive to an existing element. The appendChild method will place
the new element as a new child to an existing parent. Similar
methods support removing elements. You can also clone existing
elements. While all of this has been pretty straightforward, the
chapter ends with an interesting point: If you dynamically add
and remove elements, search engines, screen readers, and other
tools may be confused when they access your web page.
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Chapter 29: Event Bubbling and Capturing
It is already clear that there are a lot of events being generated
that your code may need to listen for and react to. It gets worse.
When you click on a button, you’d expect that the event gener
ated would be on the button object in the web page. To quote the
author, that would be too easy and make too much sense. When
you click on the button, the event that is generated is at the top
of the DOM on the window object, and then the event ripples
down through the DOM to the button object that you actually
clicked. It gets even worse. Then the event “bubbles” all the way
back up the DOM to the window object. All the elements be
tween the window element at the root of the DOM and the but
ton element that you clicked get notified of the event twice, once
going down the DOM and again bubbling back up. You need to
decide if your code needs to listen to and react to the event noti
fication going down the DOM (the Event Capturing Phase) or
coming back up (the Event Bubbling Phase). Having covered all
this, we are told that the author has almost never needed to
worry about whether an event was from the capturing or the
bubbling phase. We are told that when you need to know this, it
will sneak up on you.

the key is associated with a character so you can take the charac
ter and perhaps add it to a text buffer. Multiple examples are
covered.

Chapter 30: Mouse Events
This section covers the details of the specific events for the
mouse. As with all things event-related, there are a lot more
mouse events than I would have expected. The author says this
material is dreadfully boring, and the author is correct. Still, it is
worth seeing just how much detail there is in simply following
the mouse as you move across the screen. It really is compli
cated.

Chapter 34: Conclusion

Chapter 31: Keyboard Events
Similar to the mouse, the keyboard has a lot of events. For
example, there is the keydown, the keyup, and the keypress
event. The first two make sense, but what’s up with the third one?
It turns out that when you press down on a character key, you get
a keydown event and a keypress event. Your code needs to know

Chapter 32: Page Load Events and Other Stuff
It would be reasonable to expect that we’d seen all the events
there are to see, but there are more. Simply loading a page causes
a bunch of event notifications. Loading a page takes some
amount of time, and your application may need to have specific
code executed at specific times. You may have code that should
not execute until the page is fully loaded, and you can’t predict
how long this will take for all users in all browsers. There is a
well-defined process during which different parts of the page get
loaded, from parsing the DOM to loading external images.
Chapter 33: Handling Events for Multiple Elements
Since you can create elements via JavaScript, and elements can
generate events, you can have multiple elements generating
multiple events at nearly the same time. How to deal with this is
complicated, and we see examples of how to do this poorly and
how to handle this well.
This section offers a brief summary of where we started with
Hello, World and ended with handling multiple events.
It isn’t intuitive, but it worked for me to first read about the
history and design of a computer language and then read about
the basics of how to use the language. If you intend to learn a lot
about a topic, I think it is a good way to go. It makes you aware
of the big issues, and you can look for them as you go back and
learn the basics. I was glad I knew the DOM existed before I
encountered it in the Beginner’s Guide.
At the very beginning of this book, we were told we would
become ready to face JavaScript challenges. I am a lot more
knowledgeable than I was, but I’m not sure I’m ready to create or
modify real-world JavaScript code that might affect paying cus
tomers. I think I need to learn more before I face any real coding
challenges. s
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his article describes the architecture of griddable.io’s
smart grids for synchronized data integration. Smart
transaction grids are a novel concept aimed at build
ing and operating highly available and scalable infra
structure for synchronized data integration between various
data sources and destinations run on private and public clouds.
Griddable.io architecture is based on proven open-source tech
nologies such as Databus, a change data capture system devel
oped and open sourced by LinkedIn.
Databus was created to enable a large range of scenarios for
synchronization between source-of-truth databases and applica
tions for external index maintenance, cache invalidation, read
scaling, Hadoop ingest, and more. Databus has been in produc
tion use for many years. Griddable.io has built on that experi
ence and brought significant innovation to selective data
synchronization, centralized management, extensibility, and
cloud support.
Synchronized Data Integration
In today’s digital business, it’s imperative that more data is
spread across diverse platforms in various locations connected at
an ever-increasing speed. This puts added pressures on tradi
tional enterprise data to migrate and operate across hybrid
clouds, feed continuously up-to-date copies into real-time ap
plications, and connect to globally distributed edge computing.
Here are some critical aspects of implementing synchronized
data integration solutions:
➤

➤

➤

➤

Consistency preservation: Preservation of the consisten
cy properties of the source database enables use cases like
replication or view materialization.
Low latency: Synchronization within seconds or even
sub-seconds is required for increasing classes of applica
tions like external index maintenance, cache invalidation,
and fraud detection.
Availability: Any real-time data synchronization of busi
ness-critical data requires availability.
Privacy: With data being shared across private cloud,
public cloud, and SaaS environments, preventing the ex
posure of sensitive and private data has become para
mount.
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➤

Portability: Enterprises require the ability to move the
data close to the applications that need it while avoiding
database and cloud vendor lock-in.

Traditionally, there have been various approaches to address
data integration requirements, like full and incremental ETL,
continuous point-to-point replication, and streaming message
buses. However, those solutions may suffer many shortcomings
when addressing the aspects covered above:
➤

➤

➤

➤

➤

➤

Changes are extracted on a table-by-table basis or out of
order, thus sacrificing consistency.
Changes are extracted on an hourly or daily basis through
querying the source database, introducing increased la
tency or load on the source database.
A lack of high availability or partitioning resilience in a
geographically distributed environment may cause service
disruptions.
Support for fine-grained filtering and transformations for
scalability and privacy may range from absent to applica
tion at the consumer side (potentially exposing sensitive
data or wasting network bandwidth) to requiring materi
alization of the filtered datasets, wasting storage and creat
ing yet another data copy to be managed.
Customization of data synchronization, such as filtering
or transformations, is often laborious, requiring a tableby-table configuration.
A specific database vendor or cloud provider may be
locked in.

To address the above needs, griddable.io has built the indus
try’s first smart grid for enterprise data. Key attributes are as
follows:
➤

➤

➤

A resilient scale-out grid architecture that supports any
topology and heterogeneous database
Intelligent in-line grid services that connect endpoints
and selectively filter, mask, or transform data while guar
anteeing transaction consistency
Flexible grid policies that are easy to set up and change
using a declarative policy language, eliminating the need
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for complex custom coding or highly specialized expertise
across a myriad of single-function tools

Metadata,
Policies
Conﬁgurations

CLI

Grid Components
Figure 3 depicts the key components of griddable.io’s smart
grid.
Each grid consists of one or more grid clusters. Typically, each
cluster is located in a different private or public cloud. A grid
cluster may consist of one or more types of grid nodes:

Management
Server

Management Layer
Data Layer

Smart Grid
Grid Nodes

Smart Grid
Grid Nodes

Grid Nodes

Source /
Destination
DB

Source
DB

Grid Nodes

Destination
DB

Destination
DB

Source
DB

Figure 1. Griddable.io’s high-level architecture
Architecture at a Glance
At the core of griddable.io’s architecture is the smart transac
tion grid. The grid is a collection of griddable.io data services
that facilitate the connection of one or more grid data sources to
multiple grid data destinations. Intuitively, “grid source” de
scribes a source database whose change data is to be captured
and an optional synchronization policy that can be used for fil
tering and transformation of the captured data. Similarly, “grid
destination” specifies a destination for the synchronization data.
Grids, grid sources, and grid destinations are discussed in
greater detail in the following section.
Griddable.io’s smart grids provide the following important
properties:

➤

➤

➤

Infra Layer

Data Layer

Management
Layer

➤

Transactional timeline consistency between the data sources
and destinations
In-line data synchronization policies—the ability to filter
and modify data on the fly to control data volume or en
force privacy constraints
Low latency—streaming data synchronization with latencies
on the order of milliseconds or seconds
Availability—support for highly available and resilient data
pipelines both inside and across data centers and clouds
Portability and flexibility—synchronizing data using a flex
ible data model across a variety of data sources and desti
nations running in a cloud-enabled and cloud-agnostic
environment
CLI
Metadata
Management

Fetcher
Plugins

Web-based UI

Conﬁguration
Management

Consumer
Plugins

Schema & Data
Filters

Databus

Policy
Management

Access control

Schema & Data
Transformations

Topology
Deﬁnitions

Policy Engine

Kubernetes

Log Aggregation

Docker

Service Logs
Backend

Grid
Management

Initial Policy-Based
Data & Schema Cloning
Data Lifecycle Management

Metrics
Reporting

Figure 2. Griddable.io architecture layers
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➤

Change history servers

➤

Grid consumers
Smart Transaction Grid

Data
Flow

➤

Grid relays

Grid Cluster 1

Metadata
Flow

Control
Flow

➤

Event
Reporting

Monitoring Backend

Grid Cluster 2
Relays

Consumers

Destination
DB

Change
History
Servers

Consumers

Destination
DB

Relays

Figure 3. Griddable.io’s Smart Grid Components
Grid Relays
Relays are the primary component responsible for capturing
change data from the source databases. They provide a fast, inmemory path for downstream services to read the change data.
Figure 4 describes the architecture of the relay.
Relay
Source
DB

Fetcher plugin

Publisher

Consumer

In-memory event log

HTTP Interface

Web-based
UI

Figure 2 shows an expanded view of the architecture layers
and their responsibilities. Those are discussed in greater detail in
the following sections.

Commit log

Consumer

Consumer

Fetcher

Publisher

Consumer

policy

policy

policies

Figure 4. Relay architecture
The fetcher plugin captures the change data from the source
database. Typically, this is done by reading the redo or replication
log through a database-specific protocol (e.g., LogMiner for
Oracle or binlog for MySQL). To support different types of
source databases, the fetcher is installed through a plug-in inter
face.
A special kind of fetcher plugin is the chained relay plugin
that allows a relay to subscribe to the events published by an
other relay. This allows some important deployment scenarios
where the second relay can be used to pre-compute and cache a
policy shared by multiple consumers or to provide local access to
the replication events stream if the consumers are in a different
region or data center from the source relay.
The fetcher plugin is the only part of the griddable.io architec
ture that depends on the type of the source database. Once the
change data has been read, it is converted to a stream of gridda
ble.io’s source-independent replication events based on the
open-source Apache Avro.
The publisher is responsible for obtaining the replication
events from the fetcher and publishing each transaction to the
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Change History Server
A change history server (CHS), displayed in Figure 5, pro
vides long-term persistent storage for the replication events and
transactions. It can be viewed as a continuation of the relay inmemory event log on persistent storage to ensure extended re
tention.
Consumer

In-memory
Event Log

Consumer

Change History Server
CH Consumer
Plugin

Log Reader

HTTP
Interface

Source
DB

HTTP Interface

Relay

Event
Log Store

Figure 5. Change history server
The CHS is a special consumer that subscribes to the grid
relays and receives a stream of replication events and transac
tions. The CH consumer plugin writes those events to a change
event store. Note that because the replication events are source
agnostic, the change event store can support any source database.
The CHS also exposes an HTTP interface that uses the log
reader to serve change events to consumers that have fallen be
hind the relays. See the “Consumer” section for a description of
the consumer catch-up protocol. Similar to the relay, the CHS
supports on-the-fly application of consumer policies to control
and limit the replication events sent to consumers.
Also like the relay, the CHS has its lineage in Databus. The
corresponding Databus component is known as the Bootstrap
Server. It extends the Databus log store with support for policies
and has been adapted to run as a griddable.io grid consumer plu
gin. Note that CHS currently does not support the snapshot store
functionality. That has been superseded by griddable.io’s PolicyBased Clone (PBC). Plans for a subsequent release include inte
grating PBC with CHS so that it can provide caching capabilities.
The primary responsibility of the CHS is to isolate consumers
that have fallen outside the retention of the relays’ in-memory
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event log stores. Consumers can fall behind if they have been
unavailable for prolonged periods of time or crashes have caused
them to restart from an earlier backup.
By isolating such consumers in the CHS, griddable.io’s grid
architecture
➤

➤

➤

Achieves a very fast, in-memory-only path in the relay for
serving the majority of the consumers
Avoids having misbehaving consumers affect the perfor
mance of all of the consumers in the relays (due to reading
very old data)
Allows different hardware configurations for relay and
CHS nodes, as they have different hardware requirements

The Bootstrap Server in Databus also provides snapshot capa
bilities where it can serve full or partial snapshots that can span
even longer in time by storing only the last version of each repli
cation event (also known as “compaction”). Our practical experi
ence shows that supporting such snapshots significantly increases
the storage requirements for the Bootstrap Server (even with
compaction) to support typically rare scenarios.
In griddable.io grids, the snapshot functionality of the Databus
Bootstrap Server has been replaced by the Policy-Based Clone.
PBC allows the consumer to initialize its state from the source
database (or its standby, if available), applying the consumer
policy to create a consistent subset of the source database. For
individual consumer instances, PBC allows controls to throttle
the speed of the process to avoid affecting the performance of the
source database. If multiple consumers require initialization
through PBC, the recommended procedure is to initialize a sin
gle copy using PBC and then use backup/restore or another PBC
to initialize the remaining instances.
Grid Consumers
Grid consumers are services that subscribe to the stream of
replication events and transactions, and provide some custom
processing, typically writing to a destination database. Figure 6
describes the architecture of the grid consumer.
The consumer consists of two main components: The grid
dable.io-provided client library and the consumer plugin.
Source
DB

Grid Consumer

Relays
Dispatcher

Change
History
Servers

Client Library

in-memory event log that exposes the replication events to the
downstream services. Only committed transactions are pub
lished.
The consumers and other downstream services access the
replication events through a pub/sub API over HTTP.
Griddable.io’s relay architecture allows the implementation of
data synchronization policies (see below) at key points in the
replication event processing pipeline. For example, a fetcher pol
icy can be installed in the fetcher to limit the change data being
read from the source DB. A publisher policy can be installed in
the publisher to limit and control the data published for down
stream consumers. Each such consumer service can have its con
sumer policy limit and control the change events obtained from
the relay. Note that those policies are enforced in the relay pro
cess; thus, secure data protection and privacy policies can be
implemented so that sensitive data never leaves the premises.
The griddable.io relay is based on the Databus relay architec
ture that has been extended to support easily pluggable fetcher
implementations and support for data synchronization policies.

Consumer
Plugin
(on-line mode)

Consumer
Plugin
(checkpointing)
Policy-Based
Policy-Based
Policy-Based
Clone
Clone
Clone

Destination
DB
Checkpoint
Store

Consumer
Consumer
Consumer
Plugin
Plugin
Plugin
(PBC
mode)
(PBC
mode)
(PBC
mode)

Consumer
Plugin
(checkpointing)

Figure 6. Grid consumers
The client library implements the subscriber interface to the
relay and CHS nodes in the grid, and passes the incoming repli
cation events to the consumer plugin through a callback API.
The client library has three modes:
➤

➤

Online synchronization: This is the normal path of read
ing replication events from a relay with very low latency.
Catch-up: This mode is invoked by the client library if it
detects that the consumer has fallen outside the retention
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of the in-memory event logs of the available grid relays. In
that case, the consumer is automatically redirected to an
available CHS instance. Once the catch-up process from
the CHS is complete, the consumer is automatically
switched back to the online synchronization mode.
➤

Policy-Based Clone (PBC): This mode is invoked auto
matically when the consumer gets connected to a destina
tion database for the first time. Once the process is com
plete, the client library automatically switches back to
online synchronization mode. If the PBC process has
taken a long time, this may trigger a switch to catch-up
mode but, as before, this is handled automatically.

For online synchronization and catch-up mode, the client li
brary dispatcher is responsible for calling the consumer plugin
while maintaining the timeline consistency (i.e., order and trans
action boundaries) with the source stream. The dispatcher is also
responsible for updating the consumer’s state on each transac
tion. The state of the consumer (also known as the “consumer
checkpoint”) is expressed in terms of the last successfully pro
cessed transaction from the incoming change data stream. If the
consumer plugin supports it, the checkpoint will also be stored
in the same database, enabling exactly-once processing seman
tics for the consumer plugin.
In PBC mode, there is an alternative path for invoking the
consumer plugin. Unlike the previous modes, processing is al
ways parallelized to maximize throughput. As a result, the desti
nation database may not contain a consistent copy if the PBC
process is performed on a live-source database (i.e., one receiv
ing write traffic). PBC stores the source database clock value at
the beginning of PBC. Once PBC is complete, the client library
will store the source database clock value at the end of PBC and
then switch to online synchronization mode using that initial
clock value. This is possible because the relays and all other grid
nodes maintain timeline consistency with the source database.
Thus, any missed updates will be replayed. Once the consumer
reaches the end-clock value, the destination database is guaran
teed to be consistent from that point on.
Griddable.io provides standard consumer plugin implemen
tations for popular destination databases like JDBC-compatible
or Key/Value stores. Griddable.io will also provide an SDK for
developing custom consumer plugins.
Management Server
The griddable.io management server is responsible for the
following:
➤

➤

➤

➤

20

Configuration management: For grid nodes and external
resources like database instances
Metadata management: Managing metadata from con
nected databases like database schemas, tables, columns,
and tags defined by the user, and generated Avro schemas
for the replication events
Access control: Managing the identity of users and ser
vices that have access to the system
Policy management: Creating and updating data syn
chronization policies

➤

Grid management: Operations for managing clusters and
grids, and their sources and destinations; asynchronous
operations like deploying new policies or configurations
to the grid and interacting with Kubernetes for grid node
container orchestration

The management server exposes a RESTful API for access of
all the above management controls. The management server is
also accessible through a command-line interface and web-based
UI.
Key Design Principles
In the following sections, we discuss some of the key design
principles of the Griddable.io architecture such as minimal data
source impact, transactional timeline consistency, pull-based
architecture, and declarative policy language. Those principles
enable the high scalability and flexibility of the platform.
Minimal Data Source Impact
Griddable.io’s grid architecture is designed for synchronizing
data from mission-critical applications. Any components on the
online path between the application and the back-end database
can negatively affect the performance, availability, or correctness
of the data.
Griddable.io is designed to avoid any of these critical issues by
capturing and processing the data changes asynchronously.
Further, griddable.io is based on Databus, which was designed to
scale to a large number of consumers performing various com
plex processing while minimizing the performance impact on
the source database. This is due to the consumers being isolated
from the source through the grid infrastructure.
Transactional Timeline Consistency
All components in griddable.io’s transaction grid follow the
same commit timeline as defined by the source database. This
means that they see changes in the exact commit order, and the
transaction boundaries are preserved. This is important for two
reasons.
First, it enables consumers for which maintaining consistency
is essential to have a clearly defined state regarding the source
databases. Their state can be expressed with the last transaction
they have successfully processed. Specifically, each transaction in
the commit timeline is associated with a unique increasing se
quence number (e.g., the Oracle’s System Change Number SCN).
That number is a succinct representation of the consumer state
for processing the incoming change data stream.
Second, the same timeline is followed not only by the con
sumer but by every component in the grid. If a consumer is re
ceiving change data from a node or cluster in the grid and that
node or cluster becomes unavailable, the consumer can use the
same state to request change data from a different node or clus
ter. This facilitates the building of highly resilient distributed
systems.
Pull-Based Architecture
As seen in the “Grid Components” section, griddable.io data
services pull change data from an upstream service or compo
nent. This can be the relay pulling change data events from
Oracle’s redo log or a consumer pulling replication events from a
relay or a change history server. In all these cases, the connec
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➤

➤

➤

It’s resilient against unavailable, slow, or faulty compo
nents. If a consumer is unable to keep up with the stream
coming to a relay, the latter is not going to be affected. In
a push-based architecture, the relay will have to decide
between (a) waiting for the consumer and thus affecting
the performance of all other consumers connected to that
relay, or (b) disconnecting the consumer and affecting its
availability. A similar situation arises with the relay pulling
change data events from the source database.
The state of a downstream node or service is easily porta
ble from one upstream node or service to another in case
the former becomes unavailable.

“%col": {
“tag:personal” {
“%transform” {
type: digest
digest.type: sha-1
}
}
}
PRODUCTS {

}

AWS

Amazon
ElasticSearch
Service

4. Whether the name of the destination schema should be
changed
5. Whether the name of the destination table should be
changed
Policy can be specified at multiple levels:

Cluster
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Figure 8. Deployment view of a griddable.io installation
Intuitively, a griddable.io installation consists of one or more
Kubernetes (K8S) clusters, which are used to run griddable.io’s
containerized services. Those K8S clusters can be run in both
public and private cloud environments.
All clusters running in different cloud environments are inter
connected using Virtual Private Network (VPN) and form a Vir
tual Private Cloud (VPC).
Griddable.io also utilizes some other popular cloud deploy
ment and monitoring tools and services to help with managing
the installation:

Database instance

➤

➤

Database schema

➤

➤

Database table
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Cluster
eu-west-1a

Teraform

kops

➤

Policies define higher-level acts as defaults for policies at the
lower levels. For example, a policy at the schema level sets the
defaults for all tables in the schema unless overridden. This al
lows managing the synchronization for large numbers of sche
mas and tables in a succinct manner.
A comprehensive description of the policy language is beyond
the scope of this white paper and can be found in the online
documentation. Figure 7 shows an annotated example of a typi
cal policy.

GCE
Cluster
us-east-1

Cluster
vsphere-1

2. Columns to be included in or excluded from the data syn
chronization stream

b. Whether the name of the destination column should
be changed

Policy overrides:
- Retain only the PK columns and the NAME column
- Retain only rows whose TYPEID column is 1001

Operability
The previous sections described the services that comprise
the data and management services of a griddable.io installation.
That forms the logical view of the installation. Figure 8 shows the
default deployment view.

1. Rows to be included in or excluded from the data synchro
nization stream

Whether a transformation needs to be applied to its
value

}

Apply a policy on all tables whose name starts with CAT

“+cols”: [“tag:pk”, “NAME”]
“re:CAT_.*” {
“+rows”: [[{“TYPEID”: 1001}]]

Figure 7. Example policy

Declarative Policy Language
Griddable.io’s smart grids provide selective data synchroniza
tion through data synchronization policies. Policies can be ex
pressed through a powerful declarative language that specifies
filtering conditions and data transformations.
The data synchronization policies allow control over:

a.

Apply a policy on the “PRODUCTS” schema

“re:CAT.*” {

The state of a consumer can be packaged with the data to
create full clones of that consumer.

3. Synchronized columns, to determine:

Instance-level defaults:
- Apply a SHA-1 digest on the columns tagged as
“private”

VPN

tions are initiated by the downstream (pulling) that is also re
sponsible for maintaining the state (the last successfully processed
transaction).
This end-to-end pull-based architecture has many advantag
es:

➤

Kops for managing the K8S clusters
Terraform for managing resources in public cloud envi
ronments
Amazon Elasticsearch Service (or a different Elasticsearch
service) for collection of logs and application metrics

While griddable.io tries to utilize popular services for simpli
fying operations, this is not mandatory. For example, services
can be run directly on bare metal, but then it will be the respon
sibility of the installation operator to manage the deployment
operations. Similarly, griddable.io utilizes the Dropwizard met
rics library, which provides some other metric back ends such as
console, files, Graphite, and others.
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Scalability and Availability
The previous sections discussed two critical design principles
underpinning griddable.io’s architecture: the timeline consisten
cy guarantees and the pull-based architecture. These two key
principles are at the core of the high availability, resilience, and
scalability of griddable.io’s architecture.
First, it is completely transparent for each consumer whether
it is consuming from a single instance, a cluster, or a group of
multiple geographically distributed clusters. They all share the
same commit timeline as defined by the grid source, and the
state is kept only at the consumer.
Second, all components follow a share-nothing architecture.
Thus, a given cluster provides a high degree of elasticity in man
aging the required capacity.
Thus, each griddable.io installation can gracefully evolve as
the needs for scalability and availability increase. Figure 9 depicts
a common pattern for an evolution of the grids.
Sources
S

S

S

by a specific use case. Additionally, griddable.io has plugin ex
tension points for integration with external systems like moni
toring back ends. Plans include an SDK to help users and third
parties develop and test plugins.
Using griddable.io with Oracle GoldenGate
Griddable.io can be used with Oracle GoldenGate installa
tions by deploying a griddable agent to read change data capture
logs from Oracle GoldenGate instead of Oracle LogMiner. This
allows customers to build on existing on-premise data integra
tion rather than using a rip-and-replace approach. This configu
ration is best for
➤
➤

➤

Destinations

Single
Instance
Single
cluster

Multiple clusters within
a region/data center

D

Oracle RAC environments with high write throughput
Customers who have invested in a GoldenGate license and
the written configuration code supporting it
Customers who want hybrid clouds with destinations in
public clouds (AWS, GCE, Azure) and on-premise has
GoldenGate

The griddable.io relay that fetches change data capture re
cords is implemented inside the Oracle GoldenGate Replicat as a
Java User Exit, resulting in a blended architecture utilizing the
best features of GoldenGate.

D

D

On-Premise

Public Cloud

Multiple geo-distributed
clusters across regions

S

Scale Sources

D

Scale Grids

GoldenGate
Extract

Scale Destinations

GoldenGate Replicat
Griddable Relay

Figure 9. Scaling grids
More detailed study of the availability and scalability charac
teristics of griddable.io can be found in dedicated white papers.
Extensibility
Griddable.io’s architecture was designed to be easily extensi
ble.
First, the griddable.io replication event data model has been
designed to support a large range of use cases for traditional re
lational database systems, sharded databases, semi-structured
databases, and others. The data model defines the main aspects
of a replication event, such as the source database metadata
schema, metadata, partition, commit number, and others, and
the Avro representation of the changed record.
Second, griddable.io defines APIs at key points of the archi
tecture to provide extensibility through plugin modules.
The main plugin types are
➤ Fetcher plugins, which allow integration with a new grid
source type
➤ Consumer plugins, which allow integration with a new
grid destination type
➤ Policy plugins, which allow for the extension of the policy
language with new filtering conditions and transforma
tions
Thanks to the common data model defined by griddable.io,
all these plugins can be employed in any combination required
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Figure 10. The griddable.io relay
Summary
In this article, we took an in-depth look at griddable.io’s smart
transaction grids architecture for synchronized data integration.
The key attributes of this architecture are:
➤

➤

➤

A resilient scale-out grid architecture that supports any
topology and heterogeneous databases;
Intelligent in-line grid services that connect endpoints
and selectively filter, mask, or transform data while guar
anteeing transaction consistency; and
Flexible grid policies that are easy to set up and change
using a declarative policy language, eliminating the need
for complex custom coding or highly specialized expertise
across a myriad of single-function tools. s

Chavdar Botev is Chief Scientist and co-founder of Griddable.io.
Previously he worked as the architect for two critical LinkedIn
projects: Databus, a change data capture system providing reliable,
streaming access from core databases to over a hundred internal
services, and Goblin, a data lifecycle management system for
LinkedIn’s massive Hadoop datasets.
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Editor’s Note: This article contains information on Oracle licensing
that is provided as-is and without guarantee of applicability or accuracy. Given the complex nature of Oracle licensing and the ease
with which license compliance risk factors can change significantly
due to individual circumstances, readers are advised to obtain legal
and/or expert licensing advice independently before performing
any actions based on the information provided.
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y previous articles in the NoCOUG Journal have fo
cused on the details and intricacies of Oracle licens
ing in cloud environments. In this installment, I will
switch gears and cover two new topics:
1. My recent outing at the IBSMA conference in San Francis
co and the key takeaways from an Oracle licensing per
spective.
2. Discussion of Oracle’s legacy licensing metrics. This
should help any DBA, application, or middleware admin
istrator who is trying to make sense of Oracle’s old licens
ing metrics that they may still own but have not migrated
to new licensing metrics.
The IBSMA Compliance Manager Summit, San Francisco,
March 12–13, 2018
According to their website, the International Business Soft
ware Managers Association (IBSMA) is “an international asso
ciation of business-focused software asset management (SAM)
professionals working together on issues of common concern.”
IBSMA is a nonprofit organization whose membership includes
individuals involved in software licensing, software vendors in
volved in software asset management, and consulting firms en
gaged in software asset management and license compliance.
IBSMA holds several events focused on licensing and SAM
throughout each year in the Bay Area, Chicago, and London.
They also deliver courses and certifications in software license
management for several major software vendors: IBM, Microsoft,
SAP, and Oracle.
I got involved with IBSMA activities starting in 2017 as a
vendor. Following that, I was invited to present sessions on
Oracle licensing topics at their 2017 Chicago event, and again at
the IBSMA Compliance Manager Summit in San Francisco in
March 2018. Following are a few important takeaways from that
event from an Oracle licensing perspective.
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The two-day summit featured several software vendor tracks.
There were several sessions dedicated for Microsoft, IBM, SAP,
and Oracle. For Oracle licensing. I delivered two sessions: one
related to Oracle Unlimited License Agreements (ULAs) and the
other related to Oracle licensing in cloud environments. During
my session on Oracle ULAs, I covered the basics of the ULA
lifecycle and key considerations for effective ULA management,
along with important value and compliance traps to look out for.
My session on Oracle licensing in the cloud covered material I’ve
largely covered in my past NoCOUG Journal articles and focused
on Oracle licensing in third-party IaaS environments. This ses
sion seemed to draw the most interest from the attendees. Given
that the cloud seems to be top of mind for most companies these
days, the interest level was not surprising.
Following my sessions, representatives from Oracle delivered
several sessions as well. One focused on Oracle’s new approach to
cloud licensing. The session focused primarily on SaaS options
and did not touch on IaaS or PaaS. The Oracle presenter dis
cussed the importance of proactive subscription management in
Oracle Cloud and briefly discussed how best to use the subscrip
tion dashboard to accomplish this. I found this very informative.
Much like on-premise Oracle deployments, in Oracle SaaS, users
are entirely responsible for monitoring and managing their
Oracle Cloud usage within bounds. There are (based on my un
derstanding) no hard limits or restrictions for most Oracle Cloud
services. Any overages will show up on the dashboard, but per
sonnel will not be systematically prevented from unplanned
Oracle Cloud usage. This is not too different from any of the
other leading cloud vendors. Dismay about this lack of concern
among cloud vendors, not just Oracle, to help customers opti
mize cloud usage and control cloud costs was voiced by many
attendees. Another important subject covered during this session
was what Oracle end users need to be aware of when moving into
the cloud from a license management perspective. A key consid
eration relates to the Oracle Cloud service descriptions and
metrics documentation available at www.oracle.com/us/corporate/contracts/cloud-services/index.html. It’s important to note
that these documents are contractually referenced by the base
Cloud Services Agreement (CSA) and are therefore part of the
agreement. Customers should review these details before com
mitting to Oracle Cloud.
In another session, Oracle auditors from their licensing team
presented Oracle’s approach to licensing Oracle software in
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VMware environments. This was largely a reiteration of Oracle’s
Partitioning Policy (www.oracle.com/us/corporate/pricing/
partitioning-070609.pdf). The discussion focused on the key
concepts Oracle uses in assessing partitioned environments—
“hard partitioning” and “soft partitioning”—and how these apply
to VMware. The discussion briefly touched on general VMware
setup concepts that could help reduce Oracle licensing require
ment in VMware. The speaker declined to provide any specifics
or examples. In short, according to Oracle, they provide excep

“Oracle’s approach to using policies
for licensing Oracle in VMware and
cloud environments was clearly
unpopular with the attendees.”
tional approvals for specific VMware deployments if Oracle feels
they meet certain stringent requirements. Those requirements,
however, are not public information and the Oracle presenter
declined to get into any details. Unsurprisingly, there was an
animated discussion sparked by several attendees, many of
whom came from large Oracle customer companies. For such
customers, the Oracle-in-VMware discussion is very material.
Oracle’s approach to using policies for licensing Oracle in
VMware and cloud environments was clearly unpopular with the
attendees.
Other major vendor tracks for IBM, Microsoft, and SAP cov
ered license compliance and asset management, along with best
practices. There were also interesting sessions around opensource software and its licensing and compliance implications.
Contrary to popular belief, open-source software presents a sig
nificant and hard-to-detect risk for its users, especially software
companies. Several years ago, Cisco got into hot water for ship
ping proprietary software with embedded open-source software
without making the source code for the proprietary software
available under open-source rules.
The common denominator across almost all discussions was
cloud transformation. There seemed to be a clear consensus
among the attendees—vendors, end users, and consultants
alike—that effective software asset management (SAM) in the
cloud is ever more important. SAM in the cloud has several key
roles, including:
1. Helping companies optimize their cloud spend while
keeping their cloud commitment in line with their broad
er cloud strategy.
2. Security and identity management have had a crucial con
nection with effective SAM for some time. This is ampli
fied in the cloud as companies bridge the identity manage
ment and security gaps between their on-premise and
cloud environments.
3. Compliance in the cloud is anything but history. The na
ture of software license compliance may have changed
compared with on-premise licensing, but the implications
are no less material. Whether it’s installed software in IaaS,
duplicated PaaS resources incurring a licensing require
ment, or uncontrolled SaaS usage, maintaining compli
ance is still a crucial commitment for any organization.
Based on my experience with software licensing with several
major vendors, the above considerations apply to Oracle custom
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ers more than anyone else. If you have read my previous
NoCOUG Journal articles on Oracle licensing in the cloud, it will
be clear that Oracle licensing has a lot of gray areas and policies
that complicate the move to the cloud. My experience at the
IBSMA conference and speaking with many Oracle end users
confirms this.
Oracle Legacy Licensing Metrics
Oracle licensing rules and licensing metrics have evolved
quite a bit over the decades. For most Oracle customers today,
the predominant licensing metrics are the Processor and Named
User Plus (NUP) metrics. This is especially true for database and
middleware products. Oracle applications add many more fla
vors (Application User, module-based, revenue-based, and so
on).
It’s still common for longtime Oracle customers to have socalled “legacy” metrics. These are licensing metrics that were
used by Oracle in the past and have since been replaced by cur
rent licensing metrics. Finding licensing guidance on these can
be difficult, and understanding them in modern equivalent
terms can be crucial to maintaining compliance and controlling
costs.
While the full list of legacy metrics would be beyond the
scope of this article, I will go over some of the common ones in
the following section. I’ll close out with a discussion of migrating
legacy licensing metrics to modern metrics and the important
things to keep in mind when making such a decision.
Universal Power Unit (UPU)
Not too long ago, microprocessors were single-core and their
performance was largely dictated by their clock speed and archi
tecture choice (RISC and CISC). Based on this technological re
ality, starting in the late 1990s and into the very early 2000s,
Oracle offered the Universal Power Unit (UPU) metric that was
based on clock speed and processor type.
The formula for calculating the UPU requirements for a pro
cessor was as follows:
(# of processors) * (processor speed in MHz) *
(scaling factor: 1.0 if CISC or 1.5 for RISC)
For example, a dual-CPU Xeon server at 1.5 GHz would re
quire the following:
(2 CPUs) * (1.5 * 1000 MHz) * 1.0 = 3,000 UPUs
In the case of later multicore processors, the total cores are
taken into account and the Core Factor is applied. The UPU re
quirement would be calculated as follows:
(# of cores * Core Factor) * (processor speed in
MHz) * (scaling factor: 1.0 if CISC or 1.5 for RISC)
For example, a quad-CPU Xeon server with 4 cores per CPU
at 2 GHz would require the following:
(4 CPUs * 4 Cores per CPU) * (0.5 Core Factor)
* (2 * 1000 MHz) * 1.0 = 16,000 UPUs
While the UPU metric was replaced with the Processor met
ric in 2001, many customers have not migrated to modern met
rics. The most important consideration for UPUs is that they
become worthless quickly due to advancing CPU technology
and speed. Whereas 2,000 UPUs may have once covered an en

May 2018

tire server, modern servers with multiple high-speed, multicore
chips would require 10 to 20 times as many UPUs. Generally,
trying to cover Oracle licensing requirements on modern servers
using legacy UPU entitlement is almost always insufficient and
leads to license compliance issues.

Other Legacy Metrics
There are several other legacy metrics to keep in mind: com
puter/server-based, session-based, and network-based (Network
Server License), among others. These tend to be simpler to deal
with and are rare to find.

Concurrent Device (CD)
In my experience, of all the legacy Oracle licensing metrics,
Concurrent Device (CD) seems to be the most commonly en
countered. Offered in most of the 1990s and discontinued in
2001, CDs reflected the client-server reality of the time. Per this
metric, the high-water mark of all human or non-human devices
connecting to the Oracle software in question needs to be li
censed. For example, if there are 200 distinct devices (human and
non-human) connecting to an Oracle database over the course of
a year, but only a maximum of 55 connected at the same time, 55
CDs would be needed to cover licensing for that Oracle database
server. Additionally, the full front-end population of users and
devices needs to be included in the count. So, if one of the 55
CDs in the high-water mark was a computer with 10 users on the
front end, then those users’ devices need to be counted too. The
licensing requirement in that case would be 65 CDs.
Maintaining compliance with this metric was always difficult.
There is typically no automated report or tracking of the distinct
devices that are connecting. Tracking the high-water mark is
harder still. Customers would have to keep logs to maintain com
pliance. For scenarios like web-based systems, using CDs is not
possible without accepting license compliance risk. Even Oracle
auditors cannot easily audit this metric and need customers to
honestly declare usage. Eventually, with the dawn of the internet,
new metrics like the Processor metric replaced the CD metric.
However, for tightly controlled environments like test/dev
environments, CDs remain a good option, and customers should
not feel compelled to switch to new metrics without due dili
gence. More on this later.

Migrating Legacy Metrics
Oracle’s current primary metrics—the Processor and Named
User Plus—have been around for over 15 years. When Oracle
does introduce new metrics and retires old metrics, customers
often get the impression that they must migrate their existing li
censes to the latest metric. There are several reasons for Oracle
to want this. It simplifies sales and support for Oracle; in some
cases, old metrics offer extremely good value in light of evolving
technologies (think server-based licensing that was intended for
single CPU servers from the early 1990s being applied to the
multichip, multicore servers of today); and Oracle feels some
leveling of the field is necessary from time to time.

Named User Single Server (NU-SS) and Named User Multi
Server (NU-MS)
Available from the late 1990s until 2001, Named User Single
Server (NU-SS) and Named User Multi Server (NU-MS) were
the precursors to the Named User (NU) metric. NU evolved into
the current Named User Plus (NUP) metric.
Under NU-SS and NU-MS metrics, users and non-human
devices connecting to the licensable Oracle software required li
censing. Any front-end populations would need to be counted
as well. As the name suggests, NU-SS authorized a user or de
vice to access the Oracle program on a single server, irrespec
tive of where the user or device was in fact using the Oracle
program. Likewise, NU-MS allowed users or non-human de
vices to connect to multiple servers without requiring addi
tional licensing.
It’s worth noting that NU-SS and NU-MS were offered around
the same time as the UPU metric. The NU licenses had a UPUrelated minimum requirement. For Database Enterprise Edition,
for example, that was 30 UPUs per NU.
Consider our earlier UPU example: a dual-CPU Xeon server
at 1.5 GHz. We calculated that this required 3,000 UPUs. Alter
natively, if licensed by NU-SS or NU-MS, we would need at least:
(3,000 UPUs / 30 UPUs per NU) = 100 NU-SS
or 100 NU-MS licenses.
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“Customers are more than welcome
to deploy old and new metrics
simultaneously in their environments
as long as they don’t mix metrics on
an individual server.”

The migration process requires working out the migration
ratios (provided by Oracle) and determining how many licenses
on the new metric a customer will receive for trading in old li
cense metrics. Once established, the process involves paperwork
with Oracle and corresponding migration fees.
It is important to note that there is usually no contractual
reason or requirement to migrate from legacy to new metrics.
Oracle may not sell any additional licenses to the customer on
the old metrics and will require any new purchases to be on new
metrics; customers are more than welcome to deploy old and
new metrics simultaneously in their environments as long as
they don’t mix metrics on an individual server. For example, on
a given dual-CPU server, a customer may not cover 1 CPU with
UPUs while covering the other with Processor licenses. Ad
ditionally, DR licensing that mixes metrics is complicated and
involves compliance risk if not planned with care.
There are also some definitive cases where customers ought to
migrate to new metrics in order to maintain compliance. For
example, CD licenses cannot be used to cover licensing for a
public-facing web application server without incurring signifi
cant compliance risk.
Whether migrating from legacy metrics to current metrics or
laterally migrating from one current metric to another current
metric, customers should assess the costs and compliance risks
associated with the move. These migrations cannot be reversed
and typically involve migration fees. There may be long-term
support cost implications as well. It’s important for customers to
perform thorough due diligence before moving ahead with any
license migrations. s
Mohammad Inamullah is a Principal at Redwood Compliance
in Palo Alto, California. He can be reached at mohammad@
redwoodcompliance.com.
© 2018 Mohammad Inamullah
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(continued from page 5)

“We firmly believe that application
code belongs at the application layer
and transactional logic belongs in the
database. For example, Cloud
Spanner will probably never have
stored procedures. The new paradigm
is that only transaction management
belongs in the database. Everything
else belongs elsewhere.”
The other important point is that we firmly believe (trigger
warning) that application code belongs at the application layer
and transactional logic belongs in the database. For example,
Cloud Spanner will probably never have stored procedures. The
new paradigm is that only transaction management belongs in
the database. Everything else belongs elsewhere. For example,
the database doesn’t do authentication and authorization any
more—that’s done by Kerberos, and Radius, and Active Direc
tory.
But this is still a cloud service. Doesn’t everyone that works
at Google have access to my data?
The storage system is virtualized and backed by a fault-toler
ant distributed file system that abstracts away the concept of
disks and blocks. However, we have very strong security primi
tives to make sure data for a database is accessed only via the
principals that are authorized to do so by the database adminis
trators.
Is Cloud Spanner a real thing that actually works for important workloads or is it just a nice toy?

(continued from page 11)
ideal of a storage system for Facebook doesn’t look like the per
fect system for Pinterest or Github, let alone a tiny startup. But
just like there are patterns for healthy, self-actualized humans
(doesn’t throw tantrums in the grocery store, they eat well and
exercise), there are patterns for what we can think of as healthy,
self-actualized storage systems.
In this context, self-actualization means that your data infra
structure helps you get where you’re trying to go and that your
database workflows are not obstacles to progress. Rather, they
empower your developers to get work done and help save them
from making unnecessary mistakes. Common operational pains
and boring failures should remediate themselves and keep the
system in a healthy state without needing humans to help. It
means you have a scaling story that works for your needs.
Whether that means 10x’ing every few months or just being rock
solid, stable, and dumb for three years before you need to worry
about capacity. Frankly, you have a mature data infrastructure
when you can spend most of your time thinking about other
things. Fun things. Like building new products or anticipating
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Back in the early days of AdWords, Google ran a massive,
manually sharded MySQL database system. Each time the data
base needed to be resharded, it took longer and longer. At some
point, that time became unacceptable, taking more than a year.
Google set off on a path to create something better. That thing
was Spanner. Spanner has been running mission critical work
loads inside of Google for many years. We rely on it every day for
many of our most important workloads and most important data.
We released it as a commercially available service not because
we wanted to show off. We asked around and found that custom
ers had similar problems to Google’s around wanting to retain
relational semantics and transactions but also not wanting to be
constrained by scale limitations. These customers also told
us they wanted a vastly improved management experience and

“Spanner has been running mission
critical workloads inside of
Google for many years. We rely on it
every day for many of our most
important workloads and most
important data.”
did not want to be involved in the complexity of running distrib
uted systems. Cloud Spanner was born from these customer
conversations, based on the internal Spanner project.
How can I get started with Google Cloud Spanner Database?
There’s a ton of material out there to help you learn more. Just
Google Cloud Spanner on YouTube, or go to cloud.google.com/
spanner to get a link to the docs and some quickstarts. You can
also find a link to a Google Cloud platform free trial. s
Dominic Preuss is a technologist and New Yorker living in Silicon
Valley. He is currently a Director of Product Management on
Google Cloud Platform. Deepti Srivastava is the product manager
for Cloud Spanner.
future problems instead of reacting to current ones.
It’s okay to float back and forth between levels over time. The
levels are mostly there as a framework to help you think about
relative priorities, like making sure you have working backups is
way more important than writing a script to dynamically reshard and add more capacity. Or if you’re still at the point where
you have one copy of your data online, or you don’t know how to
fail over when your primary dies, you should probably stop
whatever you’re doing and figure that out first.
Wrapping Up
The DBRE role is a paradigm shift from an existing, wellknown role. More than anything, the framework gives us a new
way to approach the functions of managing datastores in a con
tinually changing world. In the upcoming section, we will begin
exploring these functions in detail, prioritizing operational func
tions due to their importance in day-to-day database engineer
ing. With that being said, let’s move bravely forward, intrepid
engineer! s
© 2018, Laine Campbell and Charity Majors
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